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Class objectives, Nov. 7th, 2012
· Learn about assessing quality of a research claims through inferential statistics

· Recall, original research question and hypothesis concern the population, but remember the results are from the sample
· Ultimate goal is to generalize findings from samples to population

Sampling error and Inferential statistics
· Difficulty due to sampling error
· Samples do not provide a perfectly accurate picture of population 
· Keep in mind that many different samples can be drawn from a population. Each time a sample is drawn some differences are expected.

Why is this important to know?
· It is important to know because researchers have to keep this in mind when assessing effects and relationships.
· E.g., Researchers must distinguish between real differences and sampling error differences.

· Inferential statistics are one way to assess the quality of the claim (recall the others are construct validity, internal validity, and external validity)
· E.g., Are the differences between the two group means meaningful? 

· Note!
· Hypothesis testing addresses one specific level of quality (namely, sampling error). It is up to researchers to design their studies to account for other alternative explanations (e.g., confounds, generalizability,  reliability and validity of the measure).

· Before I go over the steps of inferential statistics, I want to review the example in your textbook that helps illustrate inferential statistics.
· You might even start to understand why knowing the standard deviation is useful!
· E.g. The Mentalist claims he can pick out the smart people amongst the population
· Let’s test the Mentalist’s ability!
· Go to an event where there are likely to be all walks of life (dull and bright)
· He identifies a smart person, then ask that person to come to a room to complete a standard measure of IQ
· Do that a couple of times to start
· Standard IQ test has a mean (i.e., central tendency measure) of 100 and a standard deviation (i.e., measure of variability) of 15
· Imagine the first person he identifies as being smart has an IQ of 115 and the second person has an IQ of 130.
· Note that both scores are above 100, the mean, thus, you might say that the Mentalist is pretty darn good at what he does.
· Let’s look at this more closely and consider the alternative explanation--chance.
· The score of 115 is definitely higher than the mean, but you have to compare that to what you would expect the mentalist to guess even if he didn’t have the special power. 
· According to the normal distribution for IQ, the Mentalist could have guessed 115 or higher just by chance about 16% of the time (about 16% of the people are expected to have an IQ of 115 or higher)
· 16% chance of error is considered to be too high a risk for psychology researchers to base research claims on
· Compare that to a situation where the Mentalist selects someone who has an IQ of 130.
· Looking at the IQ distribution, you can see that only 2% of people have IQs 130 and above.  A 2% chance of error is a level that researchers are comfortable betting on (i.e., making their claims), but 16% is just too much.

Hypothesis Testing
· The main type of inferential statistic is the hypothesis test.
· Hypothesis test
· A way of thinking through a logical set of steps (recall that a key feature of the scientific method is scientific reasoning)
· Goal  
· to rule out chance (sampling error) as a plausible explanation for the results so we can say there is a meaningful difference
· E.g., If you test the effectiveness of an experimental drug, the researcher wants to make sure that the observed difference between the experimental and placebo groups is not due to chance. The researcher compares the values obtained with an estimate of the probability that the results could be obtained by chance (i.e., even if the drug didn’t work).
· Hypothesis testing underlies all research claims whether we are talking about frequency, association, or causal claims (e.g., chi-squares, correlations, t-tests, F-tests are specific types of inferential tests). It applies to everything.
· In this course, you will only be asked to learn the logic of inferential statistics

Basic elements of hypothesis testing
· Also called Null hypothesis testing
· There are some specific rules and logic for hypothesis testing. 
1. Assume there is no effect
· Yes, psychology researchers formally assume that nothing is going on (but not so secretly wish that something is going on)
· Why go to all the trouble of pretending?
· Part of the logic of the testing is that researchers take a conservative view that nothing exists until there is evidence to back it up

Language of null hypothesis testing
· Null hypothesis (NH): 
· Statement about the population(s)
· no effect, no change, no relationship
· E.g., the mentalist has no special smart people detecting power
· Violent t.v. has no effect on aggression
· Alternative hypothesis (AH):
· Usually the research hypothesis
· Existence of a relationship or treatment effect
· E.g., the mentalist does have a special power
· E.g., violent t.v. causes increased aggression
· 2 possible outcomes
· Reject null hypothesis
· If the null hypothesis is rejected, then there is evidence to support the alternative hypothesis. Support for what you really want is going on.
· Fail to reject the null hypothesis
· due to chance
· also called retaining the null hypothesis

· “Best position a theory may hold is not yet disconfirmed”
· Researchers don’t want to jump the gun and choose to hold back in a conservative fashion

2.  The data from the sample (e.g., mean, standard deviation) is collected
· E.g., select sample of 50 people the mentalist identifies as being smart  and obtain IQ level (compare that to chance) 

3.  Calculate probability of getting the data just by chance
· E.g., along the lines of how it was done for the Mentalist example
· Researchers don’t always have standardized mean and standard deviations. So, instead they often have to estimate it using the data from the sample they have.

4. Decide whether to reject or retain the null hypothesis
· Not based on “gut feeling” or after “eyeballing” the scatterplot or means. Instead, it is based on the calculation of statistics (the foundations are means and standard deviations)
· If a researcher rejects the null hypothesis (means it is statistically significant), she or he is essentially saying that 
· Data like these could have come by chance
· BUT,  data like these happen very rarely by chance
· THEREFORE,  we are pretty sure the data were not the result of chance

· If the researcher retains the null hypothesis (i.e., fails to reject it which means not statistically significant) they are essentially saying
· Data like these could have happened by chance
· In fact, data like these are likely to happen by chance X% of the time (i.e., not rarely)
· Therefore, we conclude we are not confident based on these data, to reject the null hypothesis 

· What is the comfort level for chance that psychology researchers use?
· 5%
· This decision point is called the alpha level (5%) and is denoted by p < .05 
· Following the earlier mentalist illustration, you can see that 16% was considered too high a chance and 2% was considered an acceptable amount of chance.
· Note. you will see that this also refers to probability of making a type 1 error.

· There are common errors that occur when making inferential judgements. 
· Type 1 error (false positive, “crying wolf”)
· Type 2 error (a miss, “wolf there but no warning cries”)

· When calculating error we don’t know exactly if we have made an error BUT we can calculate the probability of doing so
· Once again, psychology researchers have a comfort level with the amount of possible error
· Recall, it is 5% for a type 1 error
· For type 2 error, or power, a set of factors determines it including: alpha level, sample size, effect size and unsystematic variability, and statistical choices)

· Factors that influence Type 2 error (i.e., failing to announce the wolf)
· Remember the lower the type 2 error probability, the greater the power
1) Alpha level
· The lower the alpha the higher the possibility of a type 2 error (i.e., a less stringent alpha gives researcher more power)
2) Sample size
· Want an appropriate sample to detect the differences

3) Effect size 
· Another factor that shapes type 2 error (see next two slides)
Statistical and Practical Significance
· Hypothesis testing criticism 
· Misconception that a significant effect is also a substantial effect
· People put too much weight on being statistically significant
· Statistical significance (alpha)
· Does not provide any information about the magnitude of the treatment effect, effected by sample size
· Practical or clinical significance
· Whether the treatment effect is large enough to have practical or clinical application
Effect Size
· Purpose: 
· To provide info about the absolute size of the treatment effect that is not influence by outside factors like sample size
· Whenever find a statistically significant result, recommended to report the effect size
· E.g., Cohen’s d 
Additional factors that shape type two errors

4) Unsystematic variability 
· (e.g., measurement error, individual differences, situation noise)
· A researcher might achieve internal validity (i.e., no confounds) BUT there still could be extraneous variables which is referred to as unsystematic variability
5) Statistical choices
· Select appropriate statistical test

· Next class...
· What happens when a researcher gets null effects?

Class objectives, Nov. 9, 2012
· What happens when a researcher gets a null effect in an experiment?

· A null effect in an experiment implies that there are no differences between the levels of the independent variable and essentially that there is no covariance
· Null effects are not often reported in psychology journals but this is not to imply they don’t exist.
· They exist, but are just not reported
· Publication bias exists

· When a researcher is faced with a null hypothesis (e.g., no difference between violent and non-violent group), what does he or she do?
· A researcher’s best bet is to review/revisits the study design. 
· What should the researcher look out for?
· In order for you to understand how researchers review their experimental designs, you need to be able to distinguish between two types of variability--the good and the bad.

· “Good” variability
· Differences due to independent variable (i.e., between the levels)
- E.g. Differences based on caffeine intact, or how helpful you are based on your mood
· “Bad” variability
· Differences due to unsystematic variability (i.e., differences within the levels)
· Although we are not actually learning to calculate inferential statistics, the basic idea is this:
· Researchers want a greater ratio of good variability to bad variability (Good > Bad)

When reviewing the study design, what could be throwing off that ratio?
· Not enough variability between levels (i.e., not enough of the “good” variability)
· Weak manipulations 
· Insensitive measures
· Reverse confounds
· Too much variability within levels (i.e., too much of the “bad” variability) 
· Unsystematic variability
· Measurement error
· Individual differences
· Situation variability

Not enough of the “good” variability  

Weak manipulations
· A researcher might figure out that the intended manipulation of the independent variable was not strong enough
· E.g., in violent television study, a researcher decides to show clips from a show that either has 5 violent acts or 3 violent acts. You can certainly say that one is more violent than the other, but the difference between 5 violent acts and 3 violent acts might be too subtle.
· E.g., money study (e.g., .25, 50, 1.00)

· As a researcher, when I am selecting my levels of the independent variable, I am mindful to make sure that my manipulation is strong enough.
· I err on the side of making the levels of the independent variable very different (e.g., boredom vs. excitement)
· If that works, then I will follow that study up with something more subtle (e.g., Boredom vs. loneliness), how does it differ from other negative states
· Another example,
· It might be good practise for a researcher to err on the side of making the levels of the independent variable very different (e.g., caffeinated coffee vs. decaffeinated coffee)
· That being said, the researcher wants to make sure the levels match everyday life
· If that works, then the researcher can follow that study up with something more subtle (e.g., Double shot of caffeine, single shot of caffeine, decaffeinated shot)

Insensitive measures
· If measure is too crude, researcher will not be able to find differences
· E.g., if you are assessing the effects of a therapy on relationship satisfaction and your measure of relationship satisfaction is operationally defined in terms of whether you are divorced or not, a researcher might not find effects
· E.g., assessing reaction time in seconds when the effect occurs in milliseconds
· E.g., smell test for extent of food decay

· As a researcher, I like to aim to have measures with detailed, quantitative increments
· For instance, I’ll ask people how satisfied they are in their relationship with a 7-point, Likert-type scale rather then asking “Are you satisfied?  Yes or No”
· *There are special cases of weak manipulations and insensitive measures and they are called ceiling effects and floor effects.*

· Ceiling effects
· A special case of an insensitive measure or weak manipulation
· Participants score the same; at the top end of the scale.
· Ceiling effects can be a function of…
· the manipulation of the IV (i.e., weak manipulation) 
· E.g., if manipulating levels of anxiety by telling people that they will receive a shock (10, 50, or 100 volts). it is possible that all people will score at the top end of the anxiety scale.
· or the measurement of the DV (i.e., insensitive measure)
· E.g., If assessing study technique differences in math ability and the researcher makes the questions too easy, no differences are likely to emerge (all will score at the top end)

· Floor effects
· A special case of an insensitive measure or weak manipulation
· Participants score the same; at the bottom end of the scale
· Floor effects can be a function of…
· the manipulation of the IV (i.e., weak manipulation) 
· E.g., give children .1 mg, .5 mg. or .8 mg of sugar (all participants are likely to show no difference in energy because the sugar level is too weak; all will score at the bottom end)
· Or the measurement of the DV (i.e., insensitive measure)
· E.g., If researchers make the problems too hard to asses study technique differences in math, no one is likely to get them right.
· How does a researcher deal with weak manipulations, ceilings, and floors?
· Researchers can ask participants about the manipulation. If participants didn’t notice it, researchers know that they will need to make it stronger the next time.
· If all participants noticed the same levels, researcher will know to make the differences between the levels more varied.

Confounds acting in reverse
· You can think of confounds as alternative explanations for research claims. You can also think of confounds as reasons for a null effect.
· E.g., if Grumpy Steve runs the happy mood condition and another more neutral research assistant runs the angry mood condition, it is possible that any of the effects of happy mood might be lost with Steve’s grumpy mood.

Too much variability with levels
Unsystematic variability
· Systematic variability (i.e., confounds) are certainly a problem. In addition, unsystematic variability is an issue.
· Unsystematic variability is also known as error variance. Gets in the way of detecting effects.
· The more unsystematic variability there is within the groups, the more the scores between the groups overlap with each other. The more they overlap due to unsystematic variability the less likely the researcher is to detect true differences between the groups (or between the group scores)
· Unsystematic variability “muddies the waters”.
· Unsystematic variability can come from 3 sources:
· Measurement error
· Individual differences
· Situation noise

· Measurement error
· Any factor that inflates or deflates a person’s true score
· E.g., a person’s GRE score (grad school test) is a function of their true score and random error of measurement. Maybe you had a bad sleep or are good at guessing when you’re not sure of an answer.
· *Recall that I talked about this when I described regression to the mean (actual score + error score)
· Common Sources of Measurement Error
· Observer error (i.e., research assistants coding behaviors)
· What the coders are observing might not always see the same thing. 
· Even if they have a clear codebook or have been extensively trained. Maybe they’re past experiences or schemas can have an influence.
· Environmental change
· Room temperature, lighting, crowding
· Participant changes
· Transient mood, health, fatigue-level, motivation
· Researchers don’t try to eliminate this, but they do try to reduce it
· Solutions for Measurement error
· 1) Reliable, precise measurements (e.g., Clear codebook for observing shyness in children. Watch each children for a set amount of time)
· 2) Measure more instances (e.g., When I ask someone in more than one way about their satisfaction level in their relationship)
· Individual differences
· A particular problem in between-groups designs (because the levels are represented by different groups of people)
· Solutions for Individual differences
· 1) change the design (i.e., make it a within-subjects design)
· 2) add more participants- the more people you measure, the less likely an extreme person will skew the results
· Situation noise
· Factors that relate to the environment
· E.g., noisy coffee shop

Another reason for the null effects that has nothing to do with variability
Perhaps there is “nothing going on”
· This is a real possibility
· [bookmark: _GoBack]After exploring other issues, a researcher just might have to accept that there is no support for the hypothesis

Next class...
· Experiments with more than one independent variable
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