CHAPTER 12
Risk & Return I

What determines the required rate of return on an investment? Simply put, the required return depends on the risk of the investment – the greater the risk is, the greater is the required return.

How do we measure risk? What does it mean to say that one investment is riskier than another?

One of the responsibilities of the financial manager is to assess the value of proposed real asset investment – in doing this, it’s important to know what financial investments have to offer.

We’ve seen that:

CASH FLOW TO A FIRM
=
CASH FLOW TO CREDITORS & SHAREHOLDERS

From history, we’ve learned 2 main lessons:

1. There’s reward for bearing risk
2. The greater the risk, the greater the potential reward


RETURNS

DOLLAR RETURNS
When you buy any type of asset, your gain (or loss) from that investment is called the return on your investment. This return has 2 components:

1. INCOME COMPONENT – You might receive some cash directly while you own the investment

2. CAPITAL GAIN/LOSS – The value of the asset you buy often changes in value, this will be the capital gain or loss in your investment.


Over the year, a company might pay cash dividends to its shareholders – as a shareholder, you’re part owner of the company. If the company is profitable, it might distribute some of that profit to shareholders.

So, as the owner of some stock, you might receive some cash. This is the cash component of owning stock.

On top of dividends, the other part of your return is the capital gain or loss on the stock. This comes from changes in the value of your investment

Ex.:
A stock is selling for $37 per share, if you buy 100 shares; you have a total outlay of $3700. Suppose that over the year, the stock paid a dividend of $1.85 per share. By the end of the year, you would’ve received an income of:

Dividend:
$1.85 * 100 = $185

Also, the value of the stock rises to $40.33 per share by the end of the year. Your 100 shares are worth $4033, so you have a capital gain of:

Capital Gain:
($40.33 - $37) * 100 = $333

If the price had dropped to $34.78, you would have had a capital loss of:

Capital Loss:
$34.78 - $37) * 100 = -$222

Capital loss is the same thing as a negative capital gain.
The total dollar return on your investment is the sum of the dividend and the capital gain:
	
Total Dollar Return

Dividend Income
+
Capital Gain (or Loss)




So, in our example, the total dollar return is given by:

Total Dollar Return
=
$185 + 333 = $518

If you sold the stock at the end of the year, the total cash you’d have would be your initial investment plus the total return. 

	
Total Cash if Stock is Sold

Initial Investment
+
Total Return




So in our example, the total cash when we sold the stock would be:

$3700 + 518 = $4218

To check, notice that this is the same as the proceeds from the sale of the stock plus the dividends:

Proceeds from Stock Sale + Dividends
=
$40.33 * 100 + $185
=
$4033 + 185
=
$4218

If you held your stock and didn’t sell it at the end of the year, should you still consider the capital gain as part of your return?

The capital gain is part of your as much as your dividend is so you should count it as part of your return. The fact that you decided to keep the stock and not sell it is irrelevant because you could have converted it to cash if you wanted to. 

If you wanted to convert your gain to cash, you could always sell the stock at year-end and immediately reinvest by buying the stock back. There’s not net difference between doing this and not selling it (assuming no tax consequences from selling the stock). So whether you cash out or reinvest by not selling doesn’t affect the return that you earn.


PERCENTAGE RETURNS
It’s usually easier to summarize information about return in terms of percentage instead of dollars because that way, your return doesn’t depend much on how much you actually invested.

We want to answer the question – how much do we get for each dollar that we invest?




So the price at the beginning of the year was $37 per share and the dividend paid during the year on each share was $1.85.

Expressing the dividend as a percentage of the beginning stock price results in the dividend yield:
	
Dividend Yield






So, for our example, the dividend yield was: $1.85/$37 = 0.05 = 5%
This says that for each dollar we invest, we get 5 cents in dividends.

The other component of our percentage return is the capital gains yield. This is calculated as the change in the price during the year (the capital gain) divided by the beginning price:

	
Capital Gains Yield






So, in our example, the capital gains yield would be:



So, per dollar invested, you get 9 cents in capital gains.

Putting it together, per dollar invested, we get 5 cents in dividends and 9 cents in capital gains – a total of 14 cents. Our percentage return is 14 cents on the dollar, or 14%.

To check this – notice you invested $3700 and ended with $4218. By what percentage did you $3700 increase?

You picked up $4218 – 3700 = $518, this is a $518/$3700 = 14% increase

	
Ex.:
You buy a stock for $25 per share. At the end of the year, the price is $35 per share. During the year, you get a $2 dividend per share. What’s the dividend yield? The capital gains yield? The percentage return? 

Your $2 dividend per share works out to a dividend yield of:



The per share capital gain is $10, so the capital gains yield is:



The total percentage return is therefore 48%.





THE HISTORICAL RECORD
Capital market history is important to investment consultants who advise institutional investors on portfolio strategy.

The following data presents year-to-year historical rates of return on 6 important types of financial investments.

	Year
	Statistics Canada inflation
	Canadian stocks S&P/TSX Composite
	DEX 91 day T-bill
	Scotial Capital Markets long bonds
	US stocks S&P 500 (CAD$)
	Nesbitt Burns small stocks
	S&P/TSX Venture Composite

	1948
	8.88
	12.25
	0.40
	-0.80
	5.50
	
	

	1949
	1.09
	23.85
	0.45
	5.18
	22.15
	
	

	1950
	5.91
	51.69
	0.51
	1.74
	39.18
	
	

	….
	…
	…
	…
	…
	…
	…
	…

	2009
	1.30
	34.35
	0.60
	5.31
	9.26
	86.80
	90.80

	2010
	2.40
	17.27
	0.50
	12.10
	8.10
	36.10
	50.45

	2011
	2.30
	-8.57
	1.00
	17.72
	4.39
	-19.50
	-35.07



The returns can be interpreted as what you’d have earned if you held portfolios of the following:

1. Canadian common stocks. The common stock portfolio is based on a sample if the largest companies (in total market value of outstanding stock) in Canada

2. US common stocks. The US common stock portfolio consists of 500 of the largest US companies. The full historical series is given in US dollars. A separate series presents US stock returns in Canadian dollars adjusting for shifts in exchange rates.

3. TSX Venture stock. The TSX Venture stock portfolio consists of small and emerging companies that don’t yet meet listing requirements for the S&P/TSX Composite Index

4. Small stocks. The small stock portfolio is composed of the small capitalization Canadian stocks as compiled by BMO Nesbitt Burns

5. Long bonds. The long bond portfolio has high-quality, long-term corporate, provincial and Government of Canada bonds

6. Canada Treasury bills. The T-bill portfolio has Treasury bills with a 3-month maturity.

These returns aren’t adjusted for inflation or taxes so they’re nominal, pre-tax returns.

In addition to the year-to-year returns on these financial instruments, the year-to-year percentage change in the CPI is also computed. This is a commonly used measure of inflation, so we can calculate real returns using this as the inflation rate.

The 6 asset classes included in the table cover a broad range of investment popular with Canadians and financial institutions. We include US stocks since Canadian investors often invest abroad – particularly in the US.


A FIRST LOOK
Before looking at portfolio returns, we look at the “big picture”

In looking at a graph from 1957-2011 (after the Second World War), we can see how $1 invested in common stocks, bonds, T-bills and the CPI grew over this time period.

The common stock investment did best overall, every dollar invested in Canadian stocks grew to $120.09 over the 55 years.

The T-bill portfolio grew to only $25.81. Long bonds did better with a value of $81.45. But these values are less impressive when we consider inflation of this period. The price level climbed such that $8.20 is needed just to replace the original $1.

Looking at this historical record, why would any investor hold any assets other than common stock? As we can see, the T-bill portfolio and the long-term bond portfolio grew more steadily – common stocks ended up on top, but they were erratic at times.



AVERAGE RETURNS
LESSON 1

Capital market history is too complicated to be of much use in an undigested form. We have to start summarizing all of these numbers and consider the details. We start by calculating average returns.


CALCULATING AVERAGE RETURNS
An obvious way to calculate the average returns from 1957-2011 on the different investments is to simply add up the yearly returns and divide by 55 – this result is the historical average of the individual values. Statisticians call this the arithmetic average or the arithmetic mean return. It’s easy to calculate and interpret, so we use it here to measure expected return.

If you add the returns for the Canadian common stock for the 55 years, you get around $574.86. The average annual return is thus 574.86/55 = 10.45%

If you picked a year at random from the 55-year history and you had to guess what the return was that year, the best guess would be 10.45%


AVERAGE RETURNS: THE HISTORICAL RECORD
The table below shows the average returns computed from our common stocks, T-bills bonds and CPI investment.

As shown, in a typical year, the small stocks increased in value by 13.71% - notice also how much larger the stock returns are than the bond returns.

	Investment
	Arithmetic Average Return (%)

	Canadian common stocks
	10.45

	US common stocks
	11.07

	Long bonds
	8.74

	Small stocks
	13.71

	TSX Venture stocks
	15.68

	Inflation
	3.95

	Treasury bills
	6.15



These are nominal averages seeing we haven’t worried about inflation.

The average inflation rate was 3.95% per year over this 55-year span.

The nominal return on Canada Treasury bills was 6.15% per year; the average real return on Treasury bills was thus approximately 2.20% per year – so the real return on T-bills has been quite low historically.

At the other extreme – Canadian common stocks had an average real return of about 10.45% - 3.95% = 6.5%, which is large. 

The TSX Venture stocks show an average return of 15.68%, which is higher than the return on T-bills. But venture stocks fluctuate a lot, so averages taken over short periods are considered to be unreliable.


RISK PREMIUMS
Now that we’ve calculated some average returns, it seems logical to compare with each other. One such comparison involves government-issued securities. These are free from a lot of the variability that we see in the stock market.

The Canadian government borrows money by issuing different debt securities – we focus on Treasury bills - these have the shortest maturity. The government can always raise taxes to pay its bills, so this debt if virtually free of any default risk over its short life – so we call the rate on such debt the risk-free return, and we use it as a benchmark of sorts.

An interesting comparison is the virtually risk-free return on T-bills and the very risky return on common stocks. The difference between these 2 can be interpreted as a measure of the excess return on the average risky asset.

We call this excess return because it’s the additional return we earn by moving from a relatively risk-free investment to a risky one. Because it can be interpreted as a reward for bearing risk, we call it a risk premium.



	
Risk Premium – The excess return required from an investment in a risky asset over a risk-free investment.




From the table above we can calculate the risk premium for the different investments. We only report the nominal risk premium below because there’s only a slight difference between the historical nominal and real risk premiums.

The risk premium on T-bills is shown as zero in the table because we’ve assumed that they’re riskless.

	12.3
Average Annual Returns & Risk Premiums (1957-2011)

	Investment
	Arithmetic Average Return (%)
	Risk Premium (%)

	Canadian common stocks
	10.45
	4.30

	US common stocks (CAD$)
	11.07
	4.92

	Long bonds
	8.74
	2.58

	Small stocks
	13.71
	7.56

	TSX Venture stocks
	15.68
	9.53

	Inflation
	3.95
	-2.21

	Treasury bills
	6.15
	0.00



Looking at the table, we see that the average risk premium earned by a typical Canadian common stock is 4.3%: 10.45 – 6.15 = 4.30

This is a significant reward – the fact that it exists historically is important and it’s the basis for our first lesson  RISKY ASSETS, ON AVERAGE, EARN A RISK PREMIUM. Put another way, there’s reward in bearing risk.


THE VARIABILITY OF RETURNS
LESSON 2

We’ve seen that year-to-year returns on common stocks tend to be more volatile than the returns on long term bonds. Now we look at measuring this variability so we can start examining the subject risk.


FREQUENCY DISTRIBUTIONS & VARIABILITY
To start, we can draw a frequency distribution for the common Canadian stock returns similar to the one below.

What we’ve done here is to count the number of times the annual return on the common stock portfolio falls within each 5% range. For example, the height of 1 in the range -30% to -25% means that 1 of the 55 annual returns was in that range.




Horizontal axis (x) = Return (%)
Vertical axis (y) = Number of Years



We need to measure the spread in returns. For example, we know that the return on Canadian common stocks in a typical year was 10.45%. Now we want to know how far the actual return deviates from this average in a typical year. In other words, we need a measure of how volatile the return is.

The variance and its square root, the standard deviation, are the more commonly used measures of volatility.

	
Variance – The average squared deviation between the actual return and the average return.

Standard Deviation – The positive square root of the variance.





THE HISTORICAL VARIANCE & STANDARD DEVIATION
The variance essentially measures the average squared difference between the actual returns and the average returns. 

The BIGGER the number is, the more the actual returns tend to differ from the average return. Also, the larger the variance or standard deviation is, the more spread out the returns are.

How we calculate the variance and the standard deviation depends on the situation. We’re looking at historical returns; so the procedure we describe is the right one for calculating the historical variance and standard deviation.

If we’re looking at projected future returns, the procedure would be different. We describe this next.

Ex.:
Suppose an investment has returns of 10%, 12%, 3% and -9% over the last 4 years. The average return is:



Notice that the return is never actually equal to 4% - instead, the first return deviates from the average by 0.12 – 0.04 – 0.08 and so on.

To compute the variance, we square each of these deviations, add them up and divide the result by the number of returns less one, or three in this case. We summarize the information below:

	
	(1)
Actual Returns
	(2)
Average Returns
	(3)
Deviation
(1) - (2)
	(4)
Squared Deviation

	
	0.10
	0.04
	0.06
	0.0036

	
	0.12
	0.04
	0.08
	0.0064

	
	0.03
	0.04
	-0.01
	0.0001

	
	-0.09
	0.04
	-0.13
	0.0169

	Totals
	0.16
	
	0.00
	0.0270



Column 1 = The 4 actual returns.
Column 3 = We calculate the difference between actual returns & average by subtracting out 4%
Column 4 = We square the numbers in column 3 to get the squared deviations from the average.

The variance can now be calculated by dividing 0.0270 (the sum of the squared deviations) by the number of returns, less one.

Var(R) or ² = Variance of the return



The standard deviation is the square root of the variance. 

SD(R) or  = Standard deviation of return



The square root of the variance is used because the variance is measured in squared percentages and is therefore hard to interpret. The standard deviation is an ordinary percentage, so the answer here could be written as 9.487%

In the table, notice the sum of the deviations is equal to zero – it will always equal zero and is a good way to check your work.

Generally, is we have T historical returns, where T is some number, we can write the historical variance as:

	
Historical Variance






This formula tells us to:

· Take T individual returns ( and subtract the average return,; square the result and add them up – finally, divide this total by the number of returns less one (T – 1) because our 55 years’ data represents only a sample, not the full population.

The standard deviation is always the square root of Var(R)

On an excel spreadsheet, you can use the following functions:
· Average = AVERAGE( )
· Variance = VAR( )
· Standard Deviation = STDEV( )

	
Ex.:
Northern Radio Comm and the Canadian Empire Bank have experienced the following returns in the last 4 years:

	Year
	Northern Radio Comm Returns
	Canadian Empire Bank Returns

	2009
	-0.20
	0.05

	2010
	0.50
	0.09

	2011
	0.30
	-0.12

	2012
	0.10
	0.20



What are the average returns, the variances, the standard deviations? Which investment was more volatile?

To calculate the average returns, we add the returns and divide by 4. The results are:


Northern Radio Comm average return
=





Canadian Empire Bank average return
=


To calculate the variance for Northern Radio Comm, we can summarize the relevant calculations as follows:
	Year
	(1)
Actual Returns
	(2)
Average Returns
	(3)
Deviation
(1) – (2)
	(4)
Squared Deviation

	2010
	-0.20
	0.175
	-0.375
	0.140625

	2011
	0.50
	0.175
	0.325
	0.105625

	2012
	0.30
	0.175
	0.125
	0.015625

	2013
	0.10
	0.175
	-0.075
	0.005625

	Totals
	0.70
	
	0.000
	0.267500



Since there are 4 years of returns, we calculate the variances by dividing 0.2675 by (4 – 1) = 3

	
	Northern Radio Comm
	Canadian Empire Bank

	Variance (²)
	
	


	Standard Deviation ()
	
	



The standard deviation for Northern Radio Comm, 29.87% is a little more than twice Canadian Empire’s 13.27% - Northern Radio Comm is therefore the more volatile investment.





THE HISTORICAL RECORD
The following table summarizes most of the discussion of capital market history so far. It shows us the average returns and standard deviations of annual returns.

	Historical Returns & Standard Deviations, 1957-2011

	Investment
	Arithmetic Average Return (%)
	Standard Deviation (%)

	Canadian common stocks
	10.45
	16.93

	US common stocks (CAD$)
	11.07
	16.95

	Long bonds
	8.74
	9.75

	Small stocks
	13.71
	26.65

	TSX Venture stocks
	15.68
	47.65

	Inflation
	3.95
	3.13

	Treasury bills
	6.15
	3.75



We use a spreadsheet to calculate these standard deviations (STDEV)




	
Finding Standard Deviation (s) & Mean (x)
Using Financial Calculator

Our last example (above) can be solved using a financial calculator by doing the following:
Clear any previous data:

	Action
	Keystrokes

	Select the data entry function of the calculator
	[2nd] [DATA]

	Clear any pre-existing data from the worksheet
	[2nd] [CLR WORK]



Enter the data into the calculator:

	
	Keystrokes
	Calculator Display

	-0.20
	[ENTER]
	↓
	X01 = -0.20

	
	
	↓
	Y01 = 1.00

	0.50
	[ENTER]
	↓
	X02 = 0.50

	
	
	↓
	Y02 = 1.00

	0.30
	[ENTER[
	↓
	X03 = 0.30

	
	
	↓
	Y03 = 1.00

	0.10
	[ENTER]
	↓
	X04 = 0.10

	
	
	↓
	Y04 = 1.00



Before calculating the statistics:

	Action
	Keystrokes
	Calculator Display

	Select the statistics calculation function of the calculator
	[2ND]
	[STAT]
	Will display any pre-existing data from prior use

	
	
	
	

	Clear any pre-existing data from the worksheet
	[2ND]
	[CLR WORK]
	LIN

	
	
	
	

	Set the calculator to 1-variable calculation mode
	[2ND]
	[SET]
	X03 = 0.30

	
	
	
	

	
	Repeatedly tap the [SET] key to toggle the different options
	1-V

	
	
	
	



To view statistics of the data set:

	Action
	Keystroke
	Calculator Display

	To view mean (x), toggle downward
	↓
	x = 0.1750

	To view sample standard deviation (s), toggle downward
	↓
	Sx = 0.2986






NORMAL DISTRIBUTION
For many different events in nature, a particular frequency distribution, the normal distribution (or bell curve), is useful for describing the probability of ending up in a given range.

	
Normal Distribution – A symmetric, bell-shaped frequency distribution that can be defined by its mean and standard deviation.




The figure below shows a normal distribution and its distinctive bell shape. Like normal distribution, the actual distributions appear to be at least roughly mound-shaped and symmetrical - when this is true, the normal distribution if usually a good approximation.

[image: ]

The usefulness of the normal distribution comes from the fact that it’s completely described by the average and standard deviation. If you have these 2 numbers, there’s nothing else to know.

With a normal distribution, the probability that you’ll end up within one standard deviation of the average is about two-thirds. The probability that you end up within 2 standard deviations is about 95% and the probability of being more than 3 standard deviations away from the average is less than 1%. These ranges and the probabilities are shown in the graph.

To see why this is useful, remember that the standard deviation of returns on Canadian common stock is 16.93%. The average return is 10.45%. So, assuming that the frequency distribution is at least approximately normal, the probability that the return in a given year is in the range -6.48% to 27.38% (10.45 plus or minus one standard deviation, 16.93) is about two-thirds.

In other words, there’s about one chance in 3 that the return is outside this range. This literally tells you that if you buy stocks in larger companies, you should expect to be outside this range in one year out of every 3. This reinforces earlier observations about stock market volatility.

But there’s only a 5% chance (around) that we’d end up outside the range -23.41% to 44.31% (10.45% plus or minus 2 * 16.93%).


VALUE AT RISK
We can take this one step further to create a measure of risk that’s widely used.

Suppose you’re a risk manager at a bank that has $100 million invested in stocks – you want to know how much you can lose in any one year.

We just showed that based on historical data, you’d be outside the range of 23.41% to 44.31% only 5% of the time. Because we based this on normal distribution, you know that the distribution is symmetric. In other words, the 5% chance of being outside the range break down into a 2.5% probability of a return above 44.31% and an equal 2.5$ chance of a return below -23.41%

You want to find out how much you can lose, so you can safely ignore the chance of a return above 44.31% - instead you focus on the 2.5% chance of a loss of more than 23.41% of the portfolio.

97.5% of the time, your loss won’t exceed this level. On a portfolio of $100 million, this means that your maximum loss estimate is $100 million * (-23.41%) = -$23.41 million. This number is called value at risk (VaR).

	
Value at Risk (VaR) – Statistical measure of maximum loss used by banks and other financial institutions to manage risk exposure.




Because VaR is a measure of possible loss, financial institutions use it in determining adequate capital levels. They recognize that VaR likely underestimates the amount of capital needed because it’s based on assuming a normal distribution of returns.


THE SECOND LESSON
Bearing risk is handsomely rewarded, but in a given year, there’s a significant chance of a dramatic change in value. So, our second lesson is:

The greater the potential reward, the greater is the risk

The TSX Venture stocks illustrated this lesson over again as this investment had both the highest average return and the largest standard deviation of any Canadian investment. On the contrary, Small stocks have the second largest standard deviation, but also the second smallest average return.


2008 MARKET
2008 entered the record books as one of the worst years for stock market investors in Canadian and global history. The S&P/TSX Composite plunged 33%.
Over the period, 1948-2011, 2008 was the worst year – 1974 came close with a loss of 25.93%. The downdraft continued with a further decline of 17% in early 2009. In all, from August 2008 through March 2009, the S&P/TSX lost 50% of its value.

Many or the world’s major markets all experienced a decline – China, India and Russia all experienced declines of more than 50%.

But there were bright spots as stocks tanked – bonds did well with returns in Canada of 2.70% in 2008 and 5.31% is 2009. These returns were especially impressive considering that the rate of inflation was just over 1%.

Stock prices can be volatile in both directions. Starting in March 2009, stock prices climbed for an overall return of 34.35% in 2009 and a further 17.27% in 2010. What lessons should be taken away from this turbulent bit of capital market history?

1. Stocks have significant risk!

2. Depending on the mix, a diversified portfolio of stocks and bonds might have suffered in 2008, but the losses would have been much smaller than those experienced by an all-stock portfolio. Diversification matters!


USING CAPITAL MARKET HISTORY
You should now begin having an idea of the risks and rewards from investing. For example, Canadian T-bills are paying about 5% - let’s say we have an investment that we think has about the same risk as a portfolio of large-firm Canadian common stocks. At a minimum, what return would this investment have to offer to catch our interest?

We see from our previous historical table that the risk premium on Canadian common stocks has been 4.30% historically, so a reasonable estimate of our required return would be this premium PLUS the T-bill rate: 5.0% + 4.30% = 9.30%. This may seem low, but currently most financial executives and professional investment managers expect lower returns and smaller risk premiums in the future.

	
Ex.: Investing in Growth Stocks
The phrase growth stock is a euphemism for small-company stocks. Are these types of investments suitable for elderly, conservative investors?

Before answering, think about historical volatility. From the historical record, what’s the approximate probability that you’d actually lose 10% or more of your money in a single year if you buy a portfolio of such companies?

Looking back at our table, the average return on small stocks is 13.71% and the standard deviation is 36.65%. Assuming the returns are approximately normal, there’s about a one third probability that you could experience a return outside this range -12.94% to 40.36% (13.71 plus or minus 26.65%)

Because the normal distribution is symmetrical, the odds of being above or below this range are equal. So, there’s a one-sixth chance (half of one third) that you could lose more than 12.94%. You should expect this to happen once in every six years, on average.

Such investments can therefore be very volatile, and they’re not always well suited for those who can’t afford the risk.





MORE ON AVERAGE RETURNS

We’ve looked closely at simple average returns. But there’s another way of computing an average return. The fact that average returns can be calculated in 2 different ways can be confusing, so our goal is to explain these 2 approaches and the circumstances under which each is appropriate.


ARITHMETIC VS GEOMETRIC AVERAGES
Suppose you buy a particular stock for $200. Unfortunately, the first year you own it, it falls to $100. The second year you own it, it rises back to $200, leaving you where you started (no dividends were paid).

What was your average return on this investment?
You’d want to say zero - but if we calculate the returns year-by-year, we see that you lost 50% the first year and in the second year, you made 100% (you doubled your money). 

You average return over the 2 years was therefore: 

So which answer is right, 0% or 25%? Both are right, they just answer different questions. The 0% is called the geometric average return; the 25% is called the arithmetic average return.

The geometric average return answers the question  what was your average compound return per year over a particular period?

The arithmetic average return answers the question  what was your return in an average year over a particular period?

	
Geometric Average Return – The average compound returned earned per year over a multi-year period.

Arithmetic Average Return – The return earned in an average year over a multi-year period.




Mostly we’ve been calculating arithmetic average returns, so we already know how to calculate them. What we need to do now is:

(1) Learn how to calculate geometric averages
(2) Learn the circumstances under which one average is more meaningful than the other


CALCULATING GEOMETRIC AVERAGE RETURNS
Suppose we have an investment that has annual returns of 10%, 12%, 3% and -9% over the last 4 years. The geometric average return over this 4 year period is calculated as:



In contrast, the average arithmetic return we’ve been calculating is:



Generally, if we have T years of returns, the geometric average return over these T years is calculated using the following formula:

	
Geometric Average Return






This formula tells us that there are 4 steps to calculating this return:

1. Take each of the T annual returns,  and add a one to each (after converting them to decimals)

2. Multiply all the numbers from Step 1 together

3. Take the result from Step 2 and raise it to the power of 1/T

4. Finally, subtract one from the result of Step 3. The result is the geometric average return.


One thing you may notice is that the geometric average return seems to be smaller – this will always be true (as long as the returns aren’t all identical, in which case the 2 averages would be the same).




	
Ex.: 
Calculate the geometric average return for S&P 500 large cap stocks for the first 5 years in our previous table, 1948-1952.

First, convert percentages to decimal returns, add one, and then calculate their product:

	S&P 500 Returns
	Product

	5.50
	1.055

	22.15
	* 1.2215

	39.18
	* 1.3918

	15.00
	* 1.15

	13.68
	* 1.1368

	
	2.3448



2.3448 is what our investment is worth after 5 years if we started with a one dollar investment. The geometric average return is then calculated as:






As the table below shows, geometric averages are smaller, but the magnitude of the difference varies quite a bit – this is because the difference is greater for more volatile investments.

	Geometric VS Arithmetic Average Returns, 1957-2011

	
	Average Return

	Investment
	Arithmetic (%)
	Geometric (%)
	Standard Deviation (%)

	Canadian common stocks
	10.45
	9.10
	16.93

	US common stock (CAD$)
	11.07
	9.76
	16.95

	Long bonds
	8.74
	8.33
	9.75

	Small stocks
	13.71
	10.55
	26.65

	TSX Venture stocks
	15.68
	3.71
	47.65

	Inflation
	3.96
	3.90
	3.13

	Treasury bills
	6.15
	6.09
	3.75



There is useful approximation - assuming all the numbers are expressed in decimals (not percentages), the geometric average return is approximately equal to the arithmetic average return minus half the variance.

Looking at the Canadian stocks, the arithmetic average is 0.1045 and the standard deviation is 0.1693, implying that the variance is 0.0288 (0.1693²). The approximate geometric average is thus: , which is quite close to the actual value.


ARITHMETIC OR GEOMETRIC AVERAGE RETURN?
Looking at the historical returns, we can see that the geometric average tells you what you actually earned per year on average, compounded annually. The arithmetic average tells you what you earned in a typical year. You should use whichever one answers the question you want answered.

A trickier question is which average returns to use when forecasting future wealth levels. One thing is important to know  If you know the true arithmetic average return, then this what you should use in your forecast.

For example, if you know the arithmetic return is 10%, them your best guess of the value of a $1000 investment in 10 years is the future value of $1000 at 10% for 10 years, or $2593.74.

The problem is that we usually only have estimates of the arithmetic and geometric returns, and estimates have errors.

In this case, the arithmetic average return is probably too high for longer periods and the geometric average is probably too low for shorter periods. So you should:

· Regard long-run projected wealth levels calculated using arithmetic averages as optimistic

· Short-run projected wealth levels calculated using geometric averages are probably pessimistic

If you’re using averages calculated over a logn period of time (like 55 years) to forecast, then you should split the difference between arithmetic and geometric average returns. What this means is calculating the geometric mean market risk premium from our previous table: 9.10% - 6.09% = 3.01%. our revised estimate of the market risk premium then becomes the average of this number and the arithmetic mean risk premium on Canadian common stocks of 4.30%: (3.01% + 4.30%)/2 = 3.66%

In the future, when we say “average return”, we mean arithmetic unless it says otherwise.


CAPITAL MARKET EFFICIENCY
Capital market history suggests that the market values of stocks and bond can fluctuate widely from year to year. Why? Part of the answer is that prices change because new information arrives and investors reassess values based on that information.

Do prices adjust quickly and correctly when new information arrives?
A market is said to be efficient if this is the case. In an efficient capital market, current market prices fully reflect available information. This means that based on the information available, there’s no reason to believe that prices are too low or too high.

	
Efficient Capital Market – Market in which security prices reflect available information.



PRICE BEHAVIOR IN AN EFFICIENT MARKET
To show how prices behave in an efficient market – suppose the 3D TV Corporation has developed a TV that projects TV programs into a 3D field that doesn’t require someone to wear glasses.

3DT’s capital budgeting analysis suggests that launching the new 3D TV is a highly profitable move – the NPV appears to be positive and substantial. They haven’t released any information so the product’s existence is only inside information.

Now consider a share of stock in 3DT. In an efficient market, its price reflects what’s known about 3DT’s current operations and profitability, and it reflect market opinion about 3DT’s potential for future growth and profits. The value of their new 3D TV isn’t reflected because the market isn’t aware of its existence.

If the market agrees with 3DT’s assessment of the value of the new project, 3DT’s stock price rises when the decision to launch is made public.

Assume the announcement is made in a press release on Wednesday morning. In an efficient market, the price of their shares adjusts quickly to this new information. Investors shouldn’t be able to buy stock on Wednesday afternoon and make a profit on Thursday – this would imply that it took the stock market of full day to realize the implication of the 3DT press release.

If the market is efficient, on Wednesday afternoon the price of 3DT shares already reflect the information in that press release.

The figure below presents 3 possible stock price adjustments for 3DT.

[image: C:\Users\adomes\AppData\Local\Microsoft\Windows\INetCache\IE\XYG1R7UI\photo.JPG]

Day 0 represents the announcement day. Before the announcement, 3DT’s stock sells for $140 per share. The NPV per share of the system is, say, $40, so the new price would be $180 once the value of the new project is fully reflected.
The solid line in the figure represents the path taken by the stock price in an efficient market. Price adjusts immediately to the new information and no more changes in the price of the stock occur.

The broken line shows a delayed reaction. Here it takes the market 8 days or so to fully absorb the information.

The dotted line shows an overreaction and subsequent adjustments to the correct price.

The broken line & the dotted line show paths that the stock price might take in an efficient market. If, for example, stock prices don’t adjust immediately to new information (the broken line), buying stock immediately after the release of new information and then selling it several days later would be a positive NPV activity because the price is too low for several days after the announcement.


THE EFFICIENT MARKET HYPOTHESIS
The efficient market hypothesis asserts that well-organized capital markets such as the TSX and the NYSE are efficient markets, at least as a practical matter. In other words, inefficiencies might exist, but they’re relatively small and not common.

	
Efficient Market Hypothesis (EMH) – The hypothesis is that actual capital markets, like the TSC, are efficient.




When markets are efficient, there’s an important implication for market participants: All investments in an efficient market are zero NPV investments. Why? If prices are neither too low or too high, the difference between the market value of an investment its cost is zero; hence, the NPV is zero.

As a result, in an efficient market, investors get exactly what they pay for when they buy securities, and firms get exactly what their stocks and bonds are worth when they sell them.

What makes a market efficient is competition among investors.

Many people spend time trying to find misprices stocks. For any stock, they study what’s happened to the stock price and its dividends in the past; they learn what a company’s earnings have been, how much they owe creditors, what taxes they pay, what businesses they’re in, what new investments are planned, how sensitive it is to changes in the economy and so on.

There’s a lot to know about any particular company, but there’s also a powerful incentive for knowing it – mainly the profit motive. If you know more about some company than other investors in the marketplace, you can profit from that knowledge by investing if you have good news and selling if you have bad.

The consequence of all this information being gathered and analyzed is that mispriced stocks will become less and less. So, because of competition between investors, the market is becoming more efficient. 

Some markets are more efficient than other. For example, financial markets on the whole are probably more efficient than real asset markets.

Efficiency doesn’t mean that the price a firm obtains when it sells a share of its stock is a fair price in the sense that it reflects the value of that stock given the information available about it. Shareholders don’t have to worry about paying too much for a stock with a low dividend or some other characteristic because the market has already incorporated that into the price.

It sometimes argued that the market can’t be efficient because stock prices fluctuate from day to day. If the prices are right, then why do they change so much and so often? These price movements aren’t inconsistent with efficiency. Investors are bombarded with information every day - the fact that prices fluctuate is a reflection, in part, of the information flow.


MARKET EFFICIENCY – FORMS & EVIDENCE
It’s common to distinguish among 3 forms of market efficiency – depending on the degree of efficiency; we say that markets are either:

· Weak form efficient
· Semi-strong form efficient
· Strong form efficient

Strong Form Efficient – All information of every kind is reflected in stock prices. In this type of market, there’s no such thing as inside information.

Casual observation suggests that inside information exists and it can be valuable to have. Whether it’s lawful or ethical to use that information is another issue. We conclude that private information about a particular stock may exist that isn’t currently reflected in the price of the stock.

Semi-Strong Efficiency – This is the most controversial. In a market that’s semi-strong efficient, all public information is reflected in the stock price. The reason it’s controversial is that it implies that a security analyst who tries to identify mispriced stocks using, for example, financial statement information, is wasting time because that information is already reflected in the current price.

Studies of semi-strong efficiency include event studies that measure whether prices adjust quickly to new information. Announcements of mergers, dividends, earnings, capital expenditures and new issues of securities are a few examples. 

There are exceptions, but studies show that for major exchanges including TSX, NYSE and Nasdaq generally support the view that these markets are semi-strong efficient with respect to the arrival of new information.

The market is mainly efficient but there are exceptions.
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