Study for midterm
Week 1:
What is an OS?
An OS is a software. It is the lowest software before the hardware and communicates directly with the hardware.
Different Kinds of OS
Batch:
A batch is the execution of important processes without needing the help or the attention of the user to run them.
It’s a very secure system.
Timesharing:
Timesharing is usually linked to multiprogramming. It is the concept of allowing many users to use the same OS on different computers.
Real-Time:
Real-Time OS has as main function to run programs within a tiny time frame, without any delay. 
Dedicated:
A dedicated OS is an OS that has as main property to do one task for the rest of his lifetime and nothing else. For example, open and close a gate.

Basic functions of OS
Resource Abstraction:
Extended machine that provides abstraction to the hardware to hide the messy stuff and to make an easy-to-use virtual machine.
Resource Sharing:
Time on CPU and space in memory is shared between programs.
Resource Isolation:
The obligation of the OS to prevent unauthorized access (to allow access) to resources by one process when they are currently allocated to another process.  
 In other words, the obligation of the OS to allow access to resources, used by a process, to another process.
In other other words: Making sure that 2 processes don’t share the same resources, unless they have permission.

Advantages of Sharing:
Multiprogramming:
Allowing the OS to run many programs at the same time using one cpu.
Multitasking:
Allowing the OS to run many task at the same time, without losing any information. 

Memory Organization:
Fetch/Polling cycle:
As soon as the computer opens, it starts performing a cycle that stops only when the computer closes:
1. Fetch next instruction from memory
2. Decode the instruction
3. Execute the instruction
And this cycle loops until the computer closes.
Interrupt cycle:
When an instruction is being executed, it can be interrupted at any time, since the interrupts are enabled. When an instruction is interrupted, a new fetch cycle starts, and the interrupted instruction gets pushed in a stack. The interrupt handler will then handle the new fetch cycle instruction and will send its address to the CPU. Once this instruction is executed, the address of the interrupted instruction is popped from the stack and is resumed.



Week 2:
Device Drivers:
Main functions:
-Extends the OS
-Every device needs a device driver that will communicate with the CPU in order to accomplish tasks. Once a task is done, the only way the CPU will know that it is done is through the Device Driver, since it is the only piece of information linking the CPU to the external device.
Device Controllers:
Main functions:
Monitor the device’s detailed operating status during the task being done. 
Polling vs Interrupts:
Polling:
The CPU does nothing else other than asking the DD (Device Driver) if he is done with his task. When the DD will tell him that he is done, the CPU will resume its activity and complete the rest of his task.
Interrupt:
The CPU does other stuff while the DD completes its action. Once the DD is done, it sends a signal to the CPU and the CPU sends an Interrupt Handler to find the location of that signal.

Direct Memory Access (DMA):
The DMA is a device that contains a small cpu that will execute the job requested. Instead of using the main CPU to complete a task, the small cpu inside that Device will work alone and take the bus when not needed to complete a task. 
Advantages:
-Does not consume time to the main CPU
disadvantages:
-Having 2 CPUs working together is not usually a good idea, since they share the same bus. 
-Could be disadvantageous for the main CPU since he will have to wait, even if it is a couple of units of time, he will still give some time to the small cpu to accomplish a task, which will slow down the CPU.

Main Managers of OS:
Process Manager:
When a process is created, the OS must do multiple things. It has to allocate resources for that specific process, let it share information with other processes, protect its resources from other processes. To do this, it must maintain a data structure for each process which makes it easier for the program to keep track of the processes and their resources.
Device Manager:
The device manager is the way for external devices to have a connection with the OS. Since it is an external device, it has no link whatsoever with the OS, so the device manager takes care of that by allocating a space in the memory and thus, connecting it to the OS.
Main Memory Manager:
It manages the memory used. Every process needs a memory and thus something to manage that memory. It also uses something called the virtual memory which extends the main memory. The virtual memory is a feature of the OS that works as a connection between the mm and the sm (hd). When there is no more space in the mm, processes are transferred to the sm trhough the virtual memory. 
File Manager:
Information written on the main memory will be overwritten as soon as the process finishes so we need something to store them in without losing information, even once the process has finished: files. A file is simply a space where we can store information I/O on it “permanently”.
 
Requesting Service form OS:
System calls:
When a program request a service from the kernel. A system call is usually when a program wants to do something, but it doesn’t want the help of the OS. So it asks the kernel if it can go through and do the task and leave once it is done.
This can be very lethal for the system -> Security leak.
Message Passing:
When a program sends a message to the OS to do a task and the OS must choose an  appropriate action.
This can take longer and could sometimes result in biased information.

Processes:
A process is an instance of a program that is being executed. It contains its own information and takes its own space in the memory. A process is heavy because it contains many information; every process has its own resources and memory address. 
Threads:
A thread is a part of a process. Instead of giving a different memory address to similar programs, we give them one main memory address and the other programs of this kind that will run will use this memory address. We can think of threads in the same way tabs work in a browser. When we open tabs in a browser, they all use the same window, hence the same memory location. Threads, in contrast to processes, also share the same resources. 

 Week 3:
Critical Sections:
A critical section is a part of a code that CANNOT be interrupted while executing. If it gets interrupted, then a disaster could occur. An example of a critical section is when a variable/value is accessed by 2 different things at the same time. For example, if 2 actions are done on the same bank account. 
Action 1: Deposit 
Action2: Withdraw
If action 1 gets interrupted while depositing and action 2 starts and withdraws money, then the real amount will be biased and the bank could lose millions of dollars in damage. 

Enabling and disabling Interrupts:
E/D Interrupts is part of the solution, but we cannot depend on that only. The reason is that if we disable an interrupt before going in the critical section and for some reason the c.s enters an infinite loop, then we will never be able to exit the c.s and the interrupt will stay disabled, which will crash the entire system.

Another solution:
Another solution to synchronization is locks. Instead of disabling the interrupt before going in a c.s, we simple create a lock, which can be either a Boolean or an integer and only one c.s at a time can have access to that lock. Once that lock is taken, no other c.s can execute until that lock is released and they access it before other c.s. In this way, interrupts are still enabled and if the c.s goes in an infinite loop, then the interrupts can interrupt this loop and stop the c.s.
The best way to protect different critical sections is to use one lock for all of them. if they each have a different lock, then there is no point of creating locks since they will have access to them all the time.
Deadlocks:
In multiprogramming the worst thing that can happen is the deadlock. A deadlock occurs when process A is waiting for process B to execute and process B is waiting for process A to execute. Since they will both wait for each other, then they will never execute and the system will crash, again, costing the company millions in damage.
Semaphores:
A semaphore is a variable or an abstract data type that is used, usually in multiprogramming, to control access to critical sections. A semaphore will add 1 to the variable once it takes it and to signal to the others that its free, it removes 1.
Difference between lock, semaphore and mutex:
Lock: A lock allows only one thread to be executed at a time.
Semaphore: A semaphore is the same as a lock BUT it allows multiple threads to execute at the same time while having control over the critical sections.(general semaphore)
Mutex: A mutex is just like a semaphore except that it can lock only one thread at a time. (binary semaphore) 
What are P() and V():
P():        P(s): [while(s == 0); s = s – 1]      P() DECREMENTS
V():       V(s): [s = s + 1]			       V() INCREMENTS
Week 5:
Test-and-Set:
When using 2 cpu’s, test-and-set will lock the bus for one cpu. When that cpu is done, then the bus will be release and the other cpu will be able to take it and run a process.
Monitors:
A monitor is a concept, not a real thing  DOES NOT EXIST
A monitor is a high-level synchronization tool that takes care of the semaphores for us. So a monitor is a tool that adds V() and P() whenever they are needed to secure the critical sections without us worrying about the c.s.
The problem with this design is that it is true that it will take care of the c.s for us, but who will implement that monitor? US! So in either case, we will end up taking care of the c.s. PLUS a monitor uses semaphores, why would companies invest money in something that already exist and is used everywhere? 
So for these reasons the idea of monitors was dropped.

Conditions:
Conditions are a form of monitors, because instead of actually taking care of semaphores, we use conditions. If and while are examples of conditions used to secure/restrict access to c.s.
Depending on the condition, we will use either one of these 3 operations:
1. wait:  suspends the process until a signal is sent to the condition variable.
2. signal: resumes wherever it was stuck on a wait condition.
3. queue: returns TRUE if there is at least one value suspended on a condition because of a wait. Returns FALSE otherwise.
************************** AFTER MIDTERM **********************
Week 7:
A good synchronization is one that has:
1. Mutual Exclusion (2 c.s won’t execute at the same time)
2. No Starvation (no process will wait forever)
3. Deadlock-free (no process will wait for a process that is waiting for him)
		 (A waits for B and B wait for A  SHOULD NOT HAPPEN!)
Memory Management:
Since the executable files must be loaded in the main memory to be processed, this makes the main memory very limited, which is a big problem, because we have a great amount of files to process.
Since the addresses of the processes are first stored in the hard drive, we must move them from there to the main memory.
Solution: Address binding.
We bind addresses from the HD to the MM through the loader. 
The loader will take the addresses of the processes from the HD and convert them to proper MM addresses, and from there the CPU will be able to execute each process. 
Problem: if there is any shifting that happens, every address binded to the MM will be corrupted!
Address Space: Address that is NOT REAL used by the CPU to store and execute processes easier. Every device, process, pretty much everything, has an address space that he uses to communicate with the CPU.
Structure of a memory layout:
Inside the MM, there is a stack and a heap.
Stack: When we run a function, it is pushed in the stack;
Heap: When we use the keyword “new”, we add it in the heap. The heap and the stack will eventually collide and the system will move us to a different, bigger place. 
If a process requires extra memory, we will have to shift every other process in order to give this one more space. If we shift anything, the binding from the HD to the MM will not be right anymore and this will corrupt the addresses.
Solution: Send all the addresses back to the HD through the loader, increase the space of that process and rebind everything back, through the loader, again.
Memory Allocation:
Fixed-partition memory allocation:
we divide the memory into small fragments of equal size. Each process will be allocated a fixed amount of memory, depending on its size. 
-Best fit: Small processes will be given small memory spaces,
                Large processes will be given large memory spaces.
-Worst fit: Small processes will be given large memory spaces.
Problem: Internal Fragmentation!
Internal Fragmentation is when a process doesn’t need all the space allocated to him, and uses only a small part of it. The rest of that space will not be used and thus will result in the loss of memory.
Variable-partition memory allocation:
We don’t really divide the memory. Instead of allocating fixed spaces to the processes, we let the processes take the amount they need. This is much better than giving them a fixed amount and it reduces internal fragmentation to nearly zero. But there is another problem;
Problem: External Fragmentation!
External Fragmentation is when a memory space is not marked as allocated in the OS but cannot be used by other processes. For example, when a process is done, the space he leaves behind is sometimes too small to be used by another process. Thus, this space, although empty, will remain idle.  
Compaction:
Compaction is used to not lose memory. When we compact, we shift everything up to save memory. So when a process is done and leaves the MM, we shift everything to not lose that space. HUGE DANGEROUS PROBLEM!
Problem: The addresses will be corrupted! When we shift everything, we corrupt the addresses binded from the HD to the MM.
Solution: When a process is done and we want to shift, before we shift we bring all the processes back to the HD and we bind them again to the MM through the loader. This will result in a shifting without the loss or corruption of data.
Dynamic Address Binding:
Dynamic address: The idea that the OS is able to reallocate the processes’ addresses without the intervention of the user. Dynamic reallocation or dynamic binding (same thing) means that the reallocation of processes is done at run time. So when you run a process and this process needs a bigger memory, then the reallocation will be made automatically, without corrupting the rest of the processes.
Dynamic address through virtual address:
The OS will be able to reallocate the processes without the need of the user when shifting is needed. Reallocating the processes through virtual address means that using the virtual address provided by the virtual memory, the OS will move the processes to the virtual address, then send back only the address to the HD, rebind them to the MM and reuse them from the virtual address.

Week 8 - 9:
Managing free memory blocks:
Best Fit: The smallest processes will be allocated small memory blocks and the large processes will be allocated large memory blocks. 
This will leave the smallest amount of space possible.
No memory will be left for future processes and we will have many                                                              small internal fragmentation.
Worst Fit: The processes will be allocated the worst spaces available. A small process will receive the largest space block.
This will leave the largest amount of space possible.
We will be left with many big internal fragmentation, which will be useful for future processes, since they will be able to use this memory space.
Through this comparison, we can clearly see that the Worst Fit is the best method between the two.
Virtual Memory:
Virtual memory is a feature of an OS that allows a computer to compensate for shortages of physical memory by temporarily transferring pages of data from the MM to the Secondary Memory (SM). 
 In other words, if there is a shortage of space in the MM, processes will be temporarily transferred to the SM, and then when a space becomes available, the process will go back to the MM.
Memory Segmentation: Dividing the main memory into different parts to store different things. For example, diving the MM in 3 (Code segment, Data segment, Stack segment).
Advantages:
-Allows the placing of code, data and stack portions of the same process in different parts (segments) of the MM  data and code protection.
-No internal Fragmentations
-Less overheads
Disadvantages:
-External Fragmentation
-Expensive

Paging:
Paging is a method of writing and reading data from the SM to the MM. An OS will read data from pages, which have all equal size. Pages are only a logical idea. The physical space of a page is called a frame. Frame is pretty much the physical representation of pages. 
Advantages:
-Allocating memory is easy and cheap
-Any free page is fine to use
-Eliminates external fragmentation
Difference between pages and frames:
Pages     virtual page (part of address space)
Frames  physical page (part of physical memory)
Some formulas…:
page # = (virtual address)/(page size)
Where the page is = (virtual address) % (page size)
Where the frame starts = (frame #) * (page size)
Exact location = ((frame #) * (page size)) + ((virtual address) % (page size))
                          = (where the frame starts) + (where the page is)
Page Reference Stream:
List of virtual page numbers ordered according to when they are referenced.
Strategies to reduce page faults:
Increase the number of frames (increase the MM)
Algorithm for Page Replacement:
Random Replacement:
Pretty much choose any page and replace it, randomly.
Pretty bad

Belady Optimal Replacement:
-Replace the page that you won’t use anytime soon
-So it’s like seeing the future:
We look at the list of pages we have and the one we won’t use anytime soon, we replace it.
The problem is that we don’t know the pages coming. We have no idea of the pages we will get, we can’t see in the future
BUT: this is the best replacement algorithm we can ever think of.
-If we have pages that we won’t use anymore and a new page comes in, replace any page at random.
Least Recently Used (LRU):
Replace the oldest page.
Most Recently Used (MRU):
Replace the newest page.
Working Set Algorithm:
We take a quantum (delta). When we change pages in the frames, the page that has been idle for quantum amount of time is the one that will be replaced. Otherwise, it will be a random replacement. If a page is still here after quantum amount of time, it will be removed from the frame table.
 Quantum (Delta) = max frame – min frame
Belady’s anomaly problem:
When we increase the number of frames, we actually increase the number of page faults. This is easily explained this way:
when a page fault occurs, it means that a page has been replaced. A page that enters an empty frame hits a “cold page fault”, which also counts as a page fault. If we give an empty frame to each page there is, then every page will produce a cold page fault and thus the amount of page faults will be equal to the amount of different pages we have.
Trashing: 
When a system is in a constant state pf paging. Since he’s always paging, he is not doing something else and thus will decrease/crash the system (performance).


Week 10:
Page table too big?
If a page table is too big to be entirely stored in the MM, then it will be divided. What can be stored in the MM will be stored in the MM and the rest will be stored in the SM.
Page table too small?

Page table is equal?

Cache memory enhance performance?
Yes, the cache can enhance the performance. If we can store the page table in the cache, then the CPU won’t even need to go to the MM to get the pages, he will have them on the cache itself, so it will be much faster for the CPU. 
Scheduling:
Different components of the scheduler:
Process Descriptor:
Keeps track of the ready processes. When a process is changed to ready state, the process descriptor is updated.
Enqueuer:
When a process descriptor is updated, the enqueuer places a pointer to the process descriptor into a list (ready list) of processes that desire the CPU.
Ready List:
Queue of pointers to process descriptors, where each pointer represents a ready process.
Context Switcher:
The context switcher will store and restore the state of a process.
Dispatcher:
The dispatcher decides which process will take the CPU in order to execute.
Different operations of the scheduler:
When a process is changed to ready state, the process descriptor is updated and the enqueuer will place a pointer to that process descriptor into a list of processes that need to use the CPU, called the ready list. When the CPU gets interrupted to start another process, there is a context switch. In that case, the dispatcher is then invoked and decides what process to start executing from the ready list.
Voluntary CP Sharing:
The context switcher is invoked by the running process that intends to release the CPU.
Involuntary CP Sharing:
An interrupt causes the running process to be removed from the CPU, so it is the interrupt handler code that performs the context switch
[bookmark: _GoBack]Time Quantum:
A time quantum decides when to call the context switch depending on the time it has been given. Depending on the size of that quantum, the performance can either be good or bad. A small quantum means more context switching and thus a faster response time for each process. This is good when we have high priority processes. On the other hand, we also have low priority processes that don’t require fast responsive time. These processes can run on a larger quantum. In terms of fairness, having a small quantum would be better, since every process will be able to run quickly. Starvation will be avoided if we use different values of quantum, since the non-important processes will run, but on a slower paste than the important processes. Since having either small or large quantum will affect one but advantage another, it is better to make quantums with different values. This way, it is way more efficient for the whole system.
Preemptive:
I can kill the process, 
A process can get interrupted for any reason whatsoever
Non-Preemptive:
I can’t kill the process,
A process cannot be interrupted, no matter the reason



Non-Preemptive Strategies:
First Come First Served (FCFS):
Load the processes in order of their arrival.
Cannot be made preemptive
Shortest Job Next (SJN):
The shortest process is the next one to be executed.
Can be made preemptive
Problem: THIS CAUSES EXTREME STARVATION!!!
(Because if there is always a small process coming in, the huge processes will never ever be able to run).
Priority Scheduling:
Can be made preemptive
The process with the highest priority will be the first one to be executed.
Deadline Scheduling:
Can be made preemptive
Processes will be executed depending on the deadline they are given. The shortest deadline will be the first ones to be executed.
Round Robin Scheduling:
Can be made preemptive
Given a time quantum, processes will be executed in terms of their arrival, at a rate of that time quantum. For example, quantum = 50. P0 will execute, then after 50 units of time, P1 will execute, 50 units later P2 execute and when the processes reaches the end, it goes back to P0 and the cycle starts over.
Round Robin is the best, most fair, scheduling algorithm of all.
Problem: 
- Cannot have priorities
- The smallest the quantum, the more context switch we have. A context switch takes time to work. The more context switches we have, the more time we lose. So are we back to point A? Not really, because even though we lose time for context switching, the total amount of time lost will still be low compared to other strategies. That’s why Round Robin is the best strategy.
Some definitions:
Service Time - t(Pi):
The amount of time a process needs to be in the running state before it is completed. (The time given in the table)
Wait Time - W(Pi):
The total amount of time that the process needed to wait in a non-running state from the moment it is ready until it is completed.
(every first number in the rectangle)
( W(Pi) = TTrnd(Pi) – t(Pi) )
Response Time - R(Pi):
The total amount of time that the process needed from when he was considered until he was processed (every first number in the rectangle)
(Other than Round Robin, it is the same as the Wait Time)
(In Round Robin, its quantum + time of contact switch).
Turnaround Time - T(Pi):
The amount of time between the process first enters until he leaves.
(The right number in the rectangle)

Week 11 - 12:
Why Files, in particular, need an OS?
Files are constantly updated. They are mainly stored in the HD, but when the file is updated, it must be moved from the HD to the MM, and then back to the HD. This constant movement requires the OS to always process the file. 
 File Descriptor:
A file descriptor is a non-negative int that serves as an index to a table that keeps track of the opened files. This table is maintained by the kernel. 
Low-level files
Low-level will only translate files to bytestream and the other way around. There is no structure involved when reading the files. 
High-level files
High-level will do the same as low-level, so translate files to bytestreams and the other way around, but this level has an extra thing: it will translate the bytestreams into structures entities.  

Allocation strategies for file blocks:
Contiguous Strategy:
-Store the file blocks in one area, without separating them from one another. 
-1 Node that points to the first file block of the list (to reach block 5, we go to the first and add 5)
-Problems: 
-We can’t add files, because what if there is no place on top or bellow.
-We must have one contiguous amount of space in the SM.
Linked List Allocation:
- Linked list will store the file blocks wherever there is space, and point to them through a pointer.
-Problems: 
-Speed! It is very slow  must go through all of the blocks to reach a certain block
-We lose a lot of space  for pointer and length
-We lose a pointer, we lose the rest of the list
(Doubly linked list is pretty much the same thing but we lose even more space [previous, next, length])
Indexed Allocation:
- We have a table of pointers. Each square in the table will point to a file block. The speed is good and the security is good. Only one problem…

-Problem:
-Same as contiguous allocation. The table can’t expand…Solution:
-Solution: make the table big and divide it. Store one part in the MM and and the second part in the SM.
Unix:
-We have a table of fixed amount. All of the blocks will store pointers to file blocks, except the last 3. Each one of these 3 blocks will point to another, bigger list. The last block will point to the biggest list. So if we run out of space, the 3rd to last block will point to another, bigger table. We will start storing inside that table. The last 3 blocks of that table will also do the same. If we completely run out of memory, then we will come back to the first table and go to the 2nd to last block and do the same. Finally, if we also run out of space, we will go to the last block and do the same thing. 
**NOTE that we will never run out of space, that is why unix is the best**
Unallocated Free Blocks:
Linked List:
- Same as the other linked list. Each node points to a free block.
Bit Map:
-we have a table that has 1’s and 0’s. These numbers keep track of where we are and has a complexity of O(1).  [1 = empty, 2 = full]
-Best way to keep track
Time taken to process blocks
Disks
time = X + Yk    k = quantum
Shortest Seek Time First (SSTF):
X + quantum*(b – a) 
The shortest ones are passed first  This causes starvation
Place the numbers in order smallest first
Then do second – first, third – second….
First Come First Serve (FIFS):
X + quantum*(b – a) 
The numbers are passed as they come in. Second come – first come
Scanning Methods:
Scan Method:
The scan method is simple. There is a max track and a min track. The min track is usually 0. 
He will process tasks all the way up, all the way down and stops at task 1 NOT 0.
Causes starvation for process 1 if he arrive a bit late and the scan just left. 
Circular Scan Method:
Goes all the way to the max task and while he goes up, he executes tasks, but when he goes back down, he free falls (called “homing”) to the lowest track (0)
Goes down to 0 and not the lowest task like scan.
Problem with these 2:
What if the highest task does not reach the max track?? What if the highest track is way lower than the max track?

Look method:
Goes to the highest and goes down while still serving to the lowest request
Circular Look method:
Goes from lowest task to the highest task and free falls to 0. 

Week 13:
Deadlock
Deadlock happens when process A waits for process B and process B waits for process A, in order to continue execution. Since each one is waiting for the other, then they will wait forever and the system will crash.
Why is there Deadlock?
1) Mutual Exclusion (ME)
2) Hold-Wait
3) Circular-wait
4) No-preemption
These 4 conditions MUST fail for the deadlock to occur.
Looking at a graph, if we see a cycle, then there MIGHT be deadlock. Although, it is not sure. We would have to analyze the graph to see if there actually is deadlock or not.
Deadlock Prevention:
Mutual Exclusion:
We can’t violate mutual exclusion
Hold-and-Wait:
We can’t violate hold-and-wait
No Preemtion:
We can’t violate, because we can’t just kill a process!
Circular Wait:
We can’t violate circular wait
Therefore, We can’t prevent deadlock
Deadlock Avoidance:
When both processes needs a resource, look in the future and give it to the one who has the first resource.
Problem  The OS can’t look into the future!
We also can’t kill any process, because that would cause huge damages.
So what can we do about Deadlock?
NOTHING
						End of class


<br /><b>Notice</b>:  Undefined variable: finalGrade in <b>C:\xampp\htdocs\PHP_Practice\Lab4\newIndex.php</b> on line <b>48</b><br />
