Lecture 1 (week of January 5, 2015---for the Wed. class)
_________
A picture of a uniprocessor:
         +------------+                    +------------+
         |            |                    |            |
         |            |   +------------+   |            |
         |    CPU     |---| Memory hub |---|   DRAM     |
         |            |   +------------+   |            |
         |            |         |          |            |
         +------------+         |          +------------+
                                |
                                |
                                |          +--------+   
    +-----------------+         |          |        |   
    |   I/O hub       |---------|----------|  NIC   |--- Network
    +-----------------+                    |        |
       |         |                         +--------+   
       |         |
             +--------+
       .     |        |
       .     |  Disk  |
       .     |        |
             +--------+
The major components of a uniprocessor are: 1) the processor, 2) the

memory system (here, DRAM), 3) the storage system (here, a single

disk), 3) the nonstorage I/O peripherals (not shown), and 4) the

wires (here, the highest-level interconnect) that allow these

components to communicate.  (Terminology: Some people like to call

every communication link a "bus".  Technically, a _bus_ is a set of

wires that functions as a shared communication link, and connects

_multiple_ subsystems.  I just say "wire"---or "interconnect" when

I'm feeling fancy).  Note 1: There is interconnect at every space

scale.  Note 2: I/O devices are distinguished by whether they serve

as auxilliary storage devices or as human-facing input/output devices.
There is a high-bandwidth wire connecting the processor to the memory.

There is a low-bandwidth wire (or "bus", if you insist) shared among

the disk (a storage device) and the other I/O devices.  The number

and diversity of the peripheral I/O devices forces this organization.

The network-interface chip is high bandwidth, so it connects directly

to the high-bandwidth wire.  The chip in the middle of the

high-bandwidth wire is called the memory controller hub.  The chip

leading to the low-bandwidth wire(s) is called the I/O controller

hub.
As mentioned, there are many classes of computer (personal, desktop,

server, supercomputer, warehouse-scale data center, embedded).  Are

all computers basically the same?  One obvious difference is that the

larger computers are _aggregates_ of uniprocessors, which are thus

called multiprocessors.  Are all multiprocessors basically the same?

Are all uniprocessors basically the same?
>From 1979 to 2003, so-called "killer micros" (RISC microprocessors)
basically drove competing processor designs out of business.  So, almost

all computers today are powered by one or more killer micros.  A cellphone

has a cool killer micro, probably an ARM.  A server has one or more hot

killer micros, probably Intel Xeons.  These killer micros got steadily

better (had steadily increasing performance) up until 2003.  However,

computers with the same processor could still differ by the quality of

their memory system or the quality of their interconnect.
Computer design, like all engineering design, is a series of trade-offs.

Now, are all programs basically the same?  Absolutely not!  Programs

differ in their memory-accessing patterns.  For example, programs can be

quite different depending on whether they use _short-range_ or _long-range_

loads and stores (memory accesses).  These differences among programs

essentially divide the space of computer users into different _markets_.

Computer vendors naturally optimized their designs to make them match the

needs of the programs of the largest class of users.

Other user classes were frustrated, but there wasn't a whole lot they

could do about it.  Existing computers are essentially mass-market

computers---or at least constructed by aggregating mass-market components,

such as killer micros (RISC microprocessors).
In 2003, killer micros met their Waterloo: basically chips were getting

too hot.  Moore's law hadn't been repealed, but cooling and energy supply

problems meant that business as usual had come to an abrupt end.  Intel

surrendered in 2004.  Vendors adopted a new game plan.  Instead of putting

one hot, high-performance processor on a chip, vendors put many cool,

less-performant processors on the "processor" chip.  This organization is

called "multicore".  However, even in 2015, there is no consensus about

the best way to design a multicore chip.  Progress has been slow (Intel

adds two cores per generation; this is linear, not exponential).  The big

question is, what memory system will allow us to ramp up the number of

_cores_ we can put on a single multiprocessor chip?
By the way, when the number of cores becomes sufficiently large, all of

you have to be retrained to master parallel programming.
Is there a clear distinction between _architecture_ and _organization_?

This is the same question as, is there a clear distinction between an

_architecture_ and its _implementation_?  Think of a computer as a black

box.  The vendor has given you a _contract_ that specifies the externally

visible behavior of this box.  Perhaps the contract describes the behavior

of every machine instruction, and also describes the way the machine has

been optimized.  (In a programming language, such a black box would be

called an "abstract data type", or less pompously a "module").
Using this contract, you write and optimize programs.  The resulting object

code is the _client_ of this architecture.  If the contract, which specifies

the hardware/software interface, has been properly written, then the vendor

can make arbitrary improvements to his implementation, and your old fast

programs will still be faster than your old slow programs.  The contract

constrains both parties.  You agree to rely _only_ on it while developing

your programs, while the vendor agrees to support the contract to the letter

even if he changes the implementation.  Contracts are not made in heaven:

after a while, you and the vendor may agree that a new contract (i.e., a

new architecture) is necessary.
In one (possibly narrow) sense, killer micros killed the evolution of

architecture.  If you look at the instruction-set architectures (ISAs) of

various machines, you see that Intel and AMD are still peddling x86, and

that the pure RISC processors have more or less identical ISAs.  In 2015,

instruction-set design is a dead horse.
But maybe, just maybe, the continuing evolution of multicore, together with

the continued evolution of GPUs, will come together to create a viable new

architecture for general-purpose computing, which can only be general-purpose

_parallel_ computing.
We spoke of _architecture_ as the contract specifying the hardware/software

interface.  In reality, a computer is a tower of interfaces.  Going down, we

have: architecture, organization (a/k/a microarchitecture), and hardware (e.g.,

logic design).  But consider going up.  A high-level programming language is

an interface.  You write your program.  A compiler translates it into machine

instructions (object code).  The computer executes the object code.  A

(low-level) assembly language is another interface (practically extinct).  You

write your program.  An assembler translates it into machine code.  The

computer executes the object code.
Both the operating system and the runtime system are actors in this tower of

interfaces.  We will consider neither.  An operating system might handle the

file operations for your program.  A runtime might print an intelligible

error message if you divide by zero.  Runtime systems are increasingly

merging with compilers, but this is outside our scope.
Let's review some basic facts.
A computer can be many things.  Example: embedded, personal, workstation,

server, mainframe, distributed system, parallel computer, supercomputer.
Differences?  Many.  Some of these differences are: number of users, amount

of software, amount of technical support, main-memory size, amount of

storage, memory bandwidth, I/O bandwidth, network bandwidth, reliability,

power consumption, performance, price, ...
Similarities?  Fortunately, also many.  The processor (CPU) does the arithmetic.

It reads and writes data from/to memory.  It also reads and writes data from/to

peripheral storage devices, via the memory.  This latter activity is called I/O.

(Reading and writing from human-interface input/output devices is also called

I/O, but we will normally ignore this). 

Again, programs differ in what they require from a computer.  Another example of

this is the distinction between compute-intensive and data-intensive programs.

A _compute-intensive_ program does much more processing than data movement

(e.g., performing many arithmetic operations for each word transferred).  In

contrast, a _data-intensive_ program does a minimum amount of processing for

each word transferred.  Therefore, a compute-intensive program will suffer from

a bottleneck if the computer has inadequate processing resources, relatively

speaking.  Similarly, a data-intensive program will suffer from a bottleneck if

the computer has inadequate data-movement resources, relatively speaking.  A

pipeline analogy shows that imbalance between processing power and

data-movement capabilities can lead to a performance bottleneck.
compute-intensive    ----------\              /----------  [needs not being met]

task                            \------------/ 
                                /------------\
                     ----------/              \----------
                     "input"       compute       "output"
data-intensive                  /------------\

task                 ----------/              \----------  [needs not being met]
                     ----------\              /----------
                                \------------/
                     "input"       compute       "output"
Note that there are _two_ possible sources of imbalance, viz., either 1) between

_compute bandwidth_ and _memory bandwidth_, or 2) between _compute bandwidth_

and _I/O_ bandwidth (i.e., storage bandwidth).
Today, most computers are much better at computation than they are at

communication, which means that low-bandwidth communication is the principle

performance bottleneck.  It is almost true that normal programs behave as if

they were data intensive, and that only highly compute-intensive programs

are well matched to today's computers.  To fully understand this last

statement, we need the concept of a program's _working set_, which we will

only introduce much later.
Recall that a program's data is stored in the memory but can only be processed

in the CPU.  A program might make a memory reference to retrieve some operand

and then be forced to wait for the operand to arrive.  If the whole processor

sits idle while waiting, this is not good.  (Not utilizing an arithmetic

functional unit is less tragic, because of the low cost of the unit).  Some

processors are very good at maintaining processor activity, including asking

memory for more data, even if some of the programs or threads they are running

are waiting for data to arrive.  This rare (and good) form of processor is

called _a latency-tolerant processor_ because its utilization does not degrade

in the face of memory latency.  Other processors---in fact, most processors---

re not very good at doing this so they depend on having _latency-avoidance

mechanisms_, i.e., they try to keep operands that will be used in the near

future close to the processor.  This is the main justification for processor

caches.
Killer micros only perform well when the program's memory-accessing pattern can

be exploited by the memory hierarchy, of which caches are an important part.
Let's fill in one component of the processor, so that we can follow the

execution of one machine instruction.
         +------------+-----+
         |            | R F |
         |            | e i |
         |            | g l |
         |    CPU     | i e |
         |            | s   |
         |            | t   |
         |            | e   |
         |            | r   |
         +------------+-----+
The processor's datapath is a pipeline.  (This is not a physical picture).
    PC   instruction   register   ALU   register
         cache         file             file
Consider executing the machine instruction ra = rb + rc, where 'ra', 'rb', and

'rc' are processor _registers_.  Another processor register, 'PC' (program 

counter) points to the current instruction.  When we execute this instruction,

we fetch 'rb' and 'rc' from the register file.  We deliver both to the ALU.

We take the ALU's output and put it back in the register file (into register

'ra').
In this particular instruction, there are no _memory references_, i.e., no

_loads_ and _stores_.  In other words, we have discussed a register-register

instruction.
Thinking about this example, we see a new distinction.  The register file

contains _externally visible_, or _ISA_, registers, i.e., ones that can

appear in assembly-language statements.  But, if we retrieve a value from an

ISA register, and bring it into the datapath, we need some place to put it.

For this reson, every processor contains a large collection of _not externally

visible_, or _nonISA_, registers.  Most of these are inside the datapath.  The

most important nonISA register is the program counter (PC).
This brings us to the famous von Neumann computational model.
Any introduction to computer organization must explain the _von Neumann machine

model_.  The slogan that captures its essence is: "Every processor shall have

precisely one program counter".  Let's develop this idea.  In a stored-program

computer, we need a memory unit to store the instructions of a program and

supply instructions given an address.  von Neumann machines have a single

_program counter_ (PC) per processor.  The PC is an internal register that

holds the address of the current instruction.  To implement the _fetch-execute

cycle_, we need an adder to increment the PC to the address of the next

instruction.
Consider a program segment that has given rise to some straight-line object

code.  The sequence of machine instructions in the object code is called the

_program order_.  ("Straight-line" means no branches).  In straight-line code,

the fetch-execute cycle steps through the sequence of machine instructions in

program order.  This is the simplest form of _control-flow_ scheduling of

instructions.  The general form includes branches.  Of course, we still have

program order when we include branches.  It is slightly more interesting

order because of the presence of _loops_ and _if statements_. 
This has enormous consequences.  Consider a floating-point multiply somewhere

in the sequence.  Presumably, loads appear earlier in the program to bring the

two operands of the multiply from memory.  Suppose they haven't arrived yet.

In that case, the multiply cannot start execution.  Since we are moving through

the program in program order, the whole program blocks.  Since the processor is

running precisely one program, the whole processor blocks.  This is not good

for performance (we say the processor "stalls").
You may ask if the processor couldn't simply switch to another program when the

program it is currently running blocks.  That depends on the context.  If the

first program will be blocked for a very long time, then the cost of _context

switching_ will be worth it.  (Example: a program that blocks for disk I/O).

However, if the program will be blocked for a much shorter time, then it makes

sense just to stall the processor.
The processor die contains the processor, the L1$, and the L2$.  A separate

chip holds the L3$.  In many designs, the processor talks to the "bridge"

chip.  That chip talks directly to memory, directly to the NIC, and directly

to the I/O bus, off of which hang the I/O devices.  Buses are SLOW.
Consider a floating-point multiplier, which we can think of as part of the

datapath.  If you give a FP multiplier two real numbers, it will multiply

them together and return their product.
Two questions arise.
 - How fast is the multiplier?
 - How easy is it to keep it continually supplied with operand data?
We could say that computers consist of a) places to put data, b) operators

that move data, c) functional units that compute data, and d) wires along

which to move data.
In the von Neumann model, we store the program and the data in the memory

(programs are like data in being representable by bit patterns).  We fetch

instructions and data from the memory, perform computation in the processor,

and push the result back to memory.  Again, the central idea of the

von Neumann model is that each processor should have precisely _one_

program counter.  A von Neumann computer is a sequential computer.  And

von Neumann computation becomes "rearranging the furniture in memory".
In high-level languages, this computational model gave rise to the notion of

a variable (i.e., a memory location with a name whose value can be changed).
Computing then becomes scheduling values into variables, i.e., deciding in

which order which values will be "assigned" to variables.  This is the

basic abstraction behind all von Neumann sequential computing.
Computer designs are not immutable.  The relative cost and speed of things

change.  For example, even on the (small) space scale of a processor chip,

wire delay is starting to dominate transistor delay.
When the relative values of cost parameters change, what was a good design

may become a bad design (and vice versa).
For example, traditional designs assume it is basically free to move data

from anywhere on a processor chip to anywhere else on the same chip.
1) General-purpose register machines may be divided into two families:
   a) load-store architectures, including notably RISC machines, and
   b) CISC architectures, including the Intel 80x86, whose registers
   are only _somewhat_ general purpose.  The debate between RISC and CISC
   was originally about what percent of the processor chip should be
   dedicated to hardwired control.  RISC vs. CISC isn't important these
   days but all computers are load-store architectures, even when they
   pretend otherwise.
2) Surprisingly, the various interconnects---at all scales---are the most
   important components of a computer.  A) In a large-scale parallel computer,
   global system interconnect links perhaps thousands of _nodes_, each
   containing one or more processors and (local) memory.  B) In a node,
   intranode interconnect links processors and local memory, as well as
   providing a path to (external) I/O devices and the global system
   _interconnection network_.  C) In a processor, intraprocessor interconnect
   links the control unit and the datapath.  In a many-core processor,
   interconnect is used to link cores and caches.  D) In the datapath, more
   fine-grained interconnect links the registers and the ALU (i.e., the
   arithmetic and logical functional units).  And so on.
   Interconnect is so important because all computations must engage in
   communication, at whatever scale.  Programs differ in whether they
   engage in short-range or long-range communication.  The interconnect
   may or may not have the capacity to move whatever data needs to be moved
   at the space scale in question.  Communication determines power and
   performance (the former is bad; the latter is good).
3) Node organization includes the arrangement of the following components:
   a) the processor chip, with its on-chip caches; b) the external-cache chip
   (the L3$); c) the intranode bridge chip; d) the DRAM memory chips; and
   e) the network-interface chip.  Each node embodies the upper levels of
   the memory hierarchy (registers, cache, local memory, ...).  Note that
   the storage hierarchy is both a latency hierarchy and a bandwidth
   hierarchy.
4) The ISA defines the assembly language, the instruction format, the
   addressing modes, and the programming model.  Well, the ISA determines the
   _functional_ aspects of the programming model, but not the _performance_
   aspects.
5) We studied a fragment of MIPS code.  We had 64-bit floating-point registers
   (but only 32-bit words).  We had a memory array of floating-point numbers.
   We used r1 as an address register.  We saw a load instruction, an add
   instruction, a store instruction, and an integer-subtract instruction used
   to change r1 to point to the next floating-point number.  A conditional
   branch sent us back to the top of the loop as long as there were more
   floating-point numbers to process.
appendix to first lecture
_________________________    1 W = 64 bits
Bandwidth, latency, and friends in a typical memory hierarchy

_____________________________________________________________
Level      BW (W/cyc)   Latency (cyc)   Capacity (W)   Granularity (W)
Registers   12                1               32             1

L1 Cache     2                3               2K             1

L2 Cache     1                8              16K            16

L3 Cache     0.5             20             512K            16

DRAM         0.25           200               1G            16

Other Node   0.001 - 0.05   500 - 10,000      1T            16 - 512
MIPS code
_________
loop  l.d    f0,0(r1)    ; f0 := a[j]
      add.d  f4,f0,f2    ; f4 := a[j] + c
      s.d    f4,0(r1)    ; a[j] := f4
      daddiu r1,r1,#-8   ; j := j - 1
      bne    r1,r2,loop  ; if r1 <> r2 then repeat
Lecture 2 (week of January 12, 2015---for the Wed. class)

_________
Let's look inside the processor.  I'll redraw the block diagram of the whole

uniprocessor, this time slightly differently.
     Memory              Processor           Peripheral devices
   +---------------+   +---------------+   +---------------+
   |               |   |               |   |               |
   |               |   | Registers     |   | Input         |
   | Memory        |   |               |   | devices       |
   | hierarchy     |---| PC       ALU  |---|- - - - - - - -|
   |               |   |               |   |               |
   |               |   | Control unit/ |   | Output        |
   |               |   | Datapath      |   | devices       |
   |               |   |               |   |               |
   +---------------+   +---------------+   +---------------+
This picture is a little less physical (more abstract), but we can still see

the memory bus on the left and the I/O bus on the right.  Looking carefully,

we can make out four blocks.
1) The processor (formerly known as the CPU) contains i) an arithmetic-logic

unit (ALU) that performs arithmetic and logical operations, ii) a file of

registers whose main function is to serve as high-speed storage of operands,

iii) a control unit/datapath (the two are intertwined) that interprets

instructions and causes them to be executed, and iv) a program counter (PC)

that lives inside the datapath and that indicates the address of the next

instruction to be executed.  We could say that the _datapath_ does the work

of excuting instructions, while the _control unit_ specifies how this work

should be carried out.  You may think of the control unit as an abstract

"program" that has been burned into the silicon chip; we call such a program

_hard-wired_.
2) A memory that stores instructions, data, and intermediate and final results.

Memory is now implemented as a hierarchy.
3) A set of peripheral input devices that transmit data and instructions---

sometimes from themselves, sometimes from the outside world---to the memory.

The disk (a storage device) sometimes functions as an input device, but so

do I/O perpherals such as the keyboard and the network-interface chip.
4) A set of peripheral output devices that transmit final results and messages

from the memory---sometimes to themselves, sometimes to the outside world.

Again, the disk sometimes functions as an output device, but so do I/O

peripherals such as the monitor ("screen") and the printer.
Recall the fetch-execute cycle.
1) The datapath fetches the next instruction from memory.
2) The datapath decodes the instruction, guided by the control unit.
3) The datapath executes the instruction.  This might be a register-register

instruction requiring the services of the ALU, a load from a memory location

to a register, a store from a register to a memory location, or a conditional

branch.
4) The PC is incremented by the length of the instruction, unless there is a

taken branch.
And repeat until shutdown (or whatever).
In 2015, this picture is somewhat dated.  For example, we don't have ALUs any

more; they have been replaced by sets of functional units.  Portions of the

memory hierarchy (specifically the L1$ and the L2$) have been integrated into

the processor chip.  (These are the two lowest-level _caches_).  And multicore

means that several processors (now called _cores_), each with its low-level

caches, have been integrated onto a single "processor" chip.  Finally, although

this is very advanced, sometimes we deviate from strict program order deep

inside the datapath.  This deviation is hidden from the running program.
We haven't said much about processor performance.
Historically, the two factors with the greatest impact on performance have been

i) increases in clock frequency, and ii) increases in the number of transistors

(hence, gates) that can be packed onto a single chip.  Peak performance has

been strongly affected by the "number of logic transistors-Hz".  How have these

two factors evolved over the years?
>From 1971 to 2002, clock speeds increased at an exponential rate (roughly
doubling every 2.5 years).  After 2003, the frequencies stabilize in the 3-GHz

range (otherwise the chips would burn up---unless you cooled them with Freon).
But the other factor is still going strong.  The number of transistors that can

be put on a chip has risen at the same pace as the clock frequency, but without

any leveling off.  _Moore's law_ has two interpretations.  At the very

beginning it was about the exponential increase in the number of _memory_

transistors per square centimeter, and per dollar.  Then it was about a similar

exponential increase in the number of _logic_ transistors per square centimeter,

and per dollar.  Then it was about the _combined_ exponential increase in both

the number of logic transistors and the clock frequency.  Number of logic

transistors-Hz isn't everything, but it's damn important for performance.

In 2013, it has reverted back to being about the exponential increase in number

of logic transistors.  How long can Moore's law continue?  That's one of the

$64,000 questions.
Today, we have zillions of transistors, but can't afford the power to turn them

on.  Multicore is a different path to steadily increasing performance that

deliberately underclocks cores to stay within the power budget.  Multicore has

the potential to restore _power efficiency_, which is the number of operations

per Joule.  We're still trying to figure all this out.
The broader significance for the future of computing is this.  It used to be

that sequential processors had steadily increasing performance; that let

programmers carry on with business as usual.  Now it is the case that only

parallel processors will have steadily increasing performance; programmers

will have to get off their asses and learn to program the new machines.
I personally find it unlikely that programming systems, such as Google's

Map-Reduce, will allow parallel-ignorant programmers to survive in the

new era.
Speaking as a computer architect, it appears that memory is the critical

bottleneck for multicore: until we have major increases in memory bandwidth,

multicore growth will be stunted.  Indeed, even the highest-level shared cache

is a bottleneck, because of the unrelenting contention for it among the cores

on the chip.
Again, Intel and other manufacturers capped their clock frewquencies at their

2003 level.  IBM has been a bit more daring.
Finally, I must tell you about a famous law about how efforts to improve

performance (or reduce power or whatever) sometimes lead to disappointments,

or at least to suprises.  This is _Amdahl's law_.  Consider a program with

one portion that is stubbornly sequential, and another portion that can be

made as parallel as we like.  Suppose the sequential portion accounts for

5% of the run time when the entire program is run sequentially.  What happens

if the program is run on a 1000-core processor?
We draw little diagrams.  If you have any brains, you will avoid formulas.
   5     95  =  100
  /1  /1000
  __  _____
   5  0.095  =  5.095
The speedup isn't 1,000; it's barely 20.  (Speedup = 19.63x).
In general terms, Amdahl's law says that optimizing one part of the system

that contributes the fraction 'p' of the quantity being minimized can yield

_at best_ an improvement of 1/(1 - p).  Example: When p = 0.95, the best

result is 20x.  This works for time, power, etc.
At present, I don't plan to cover two low-level implementation topics.  At

the lowest level, there is _circuit design_.  Here, the key words are "wires",

"gates", "CMOS", and so on; this is the domain of electrical engineers.  The

next level up is _logic design_.  This is the level at which gates and wires

are put together to build combinational circuits such as ALUs and PLAs, and

at which stable-storage primitives such as flip-flops and latches are

combined to implement registers and hard-wired control.
Signed and Unsigned Numbers

___________________________
Computers need to represent numbers.  Since computers are electrical machines,

it is natural to represent numbers in hardware as a series of high and low

electronic signals.  This gives us only two digits, 0 and 1, so these numbers

are called _binary numbers_.  A single binary digit is of course a _bit_.
We will work mostly in base 2 and base 16, but numbers may be represented in

any base.  If 'd' is the value of the i_th digit, the contribution to the

number from that digit position is d * base^i, where 'i' starts at 0 and

increases from right to left.
Mathematicians have a set of numbers they call the _natural numbers_ (i.e., the

nonnegative integers including 0).  The use of binary bit patterns to represent

natural numbers follows what is called _natural semantics_.  (Computer jargon

for natural number is "unsigned number").
Example: In natural semantics, the bit pattern 1011 represents (1 * 2^3) +

(0 * 2^2) + (1 * 2^1) + (1 * 2^0) = 11.
The bit corresponding to exponent 0 is the _least significant bit_.  The bit

corresponding to the largest exponent is the _most significant bit_.
Suppose our registers are 32-bits long.  Now, there are 2^32 distinct 32-bit

bit patterns.  If we interpret registers using natural semantics, it is

natural to let these 2^32 bit patterns represent the (natural) numbers from

0 to 2^32 - 1.
Example: In a 3-bit register, using natural semantics, we have the following

interpretations: 000 = 0, 001 = 1, 010 = 2, 011 = 3, 100 = 4, 101 = 5,

110 = 6, and 111 = 7.
Hardware can be designed to add, subtract, multiply, and divide the numbers

represented by these bit patterns.
How do we represent integers, which may be negative?  After a bit of confusion,

sensible people decided that integers ("signed numbers" in the jargon) should

be represented using _two's complement_ semantics.  Basically, leading 0s mean

positive, while leading 1s mean negative.  A slightly larger example is

necessary.
Example: In a 4-bit register, using two's complement semantics, we have the

following interpretations: 0000 = 0, 0001 = 1, 0010 = 2, 0011 = 3, 0100 = 4,

0101 = 5, 0110 = 6, 0111 = 7, 1000 = -8, 1001 = -7, 1010 = -6, 1011 = -5,

1100 = -4, 1101 = -3, 1110 = -2, and 1111 = -1.
Since 0 occupies a position as a positive number, we wind up with one more

nonzero negative number than nonzero positive number.  Notice that you only

need to look at the most significant bit to decide if a number is positive

or negative.  This bit is called the _sign bit_.
Example:  1100 = -4       Example:  0100 =  4
          1100 = -4                 0100 =  4
          ----                      ----
        1|1000 = -8                 1000 = -8
Example:  1011 = -5       Example:  0101 =  5
          1011 = -5                 0101 =  5
          ----                      ----
        1|0110 =  6                 1010 = -6
We say that _overflow_ has occurred if the register is too small to contain

the correct result, including the sign bit.  Note that a carry out of the

register is not in itself a sign of overflow.  (See first example).
Trick number 1: How to negate a two's complement number.
1) Flip every bit.            0101 =  5     0001 =  1
                              1010          1110

2) Add one.                   1011 = -5     1111 = -1
                              1000 = -8
                              0111
                              1000 = -8
Trick number 2: How to place an n-bit two's complement number in a register

with more than 'n' bits.
1) Copy the number on the right.        Example:      1000 = -8 (4 bits)
2) Replicate the sign bit on the left.           1111 1000 = -8 (8 bits)
Now, let's learn how to write bit patterns in hexadecimal.  This is just

shorthand; it is _not_ a new semantics.
0   0          We can convert "hex" patterns into bit patterns, and bit

1   1          patterns into "hex" paterns.

2   2

3   3          If the length of the bit pattern is not a multiple of 4,

4   4          go from right to left.

5   5

6   6          A hex digit corresponds to 4 bits.

7   7

8   8

9   9

a  10

b  11

c  12

d  13

e  14

f  15
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_________
Character Sets

______________
We discussed how to use bit patterns to represent natural numbers ("unsigned

numbers") and integers ("signed numbers").  Let's briefly review how to

represent characters.
The ASCII system is a slightly old-fashioned way to represent characters.

Each character fits into a byte.  Normally, 8 bits would give us 2^8 = 256

characters, but ASCII only uses the lower-order 7 bits to distinguish

characters.  ASCII is thus able to represent 128 different characters.
The character set is everything you can type on an American standard keyboard

plus some formatting characters.  Germans who can't live without their

umlauts can always use Unicode, which requires two bytes per character.

Human typically use tables when they try to figure out which bit pattern

corresponds to which character.
Floating-Point Numbers

______________________
Computers can't represent real numbers, of course, but they can represent

a finite subset of the rationals.  These are often reasonable approximations

to real numbers.  (In mathematics, the real numbers are often represented as

convergent sequences of rationals; strictly speaking, the rationals are not

a subset of the reals).  Actually, we will use finite bit patterns to exactly

represent _binary fractions_, or _binary rationals_.  In a binary rational,

the denominator is a power of 2.
Computers can only represent some (binary) rational numbers.  The gap

between representable rational numbers decreases if we use more bits.  Thus,

we use a finite subset of the rationals to provide _approximations_ to a

bounded subset of the reals.
It helps to spend a moment on fixed-point numbers before moving on to

floating-point numbers.  It also helps to have a sensible presentation

strategy.  Our strategy is to develop a consistent, intuitive _blackboard

notation_ for fixed-point and floating-point numbers, and only then worry

about how blackboard notation can be shoehorned into a register with a

limited number of bits.
A fixed-point number consists of an _integral part_ and a _fractional part_,

with the two parts separated by a _radix point_.  If a radix-r fixed-point

number has 'm' "integer" digits and 'n' "fractional" digits, its value is:
    m-1

x = Sum  x_i * r^i = (x_m-1 ... x_0 <point> x_-1 ... x_-n)_r
    i=-n
The digits to the right of the radix point are given negative indices and

their weights are negative powers of the radix.
In an (m+n)-digit radix-r fixed-point number system with 'm' whole digits,

numbers from 0 to r^m - r^-n, in increments of r^-n, can be represented.

We call r^-n the _step size, or _resolution_.  Obviously, we will focus on

radix 2.   
For example, in a (2+3)-bit binary fixed-point number system, 2.375 =

(1 * 2^1) + (0 * 2^0) + (0 * 2^-1) + (1 * 2^-2) + (1 * 2^-3) = (10.011).

(I won't write the radix specifier "_2"; it is understood).  In this number

system, the values 0 = (00.000) through 2^2 - 2^-3 = 3.875 = (11.111) are

representable in steps of 2^-3 = 0.125.  For fixed (m+n), there is a

trade-off.  A large 'm' leads to an enlarged _range_ of numbers.  A large

'n' leads to increased _precision_, which, for us, means better

approximations to real numbers.
There are standard procedures to convert between decimal and binary

fixed-point, but they don't interest me very much.  Nonetheless, here are

two examples.
Example: Convert decimal 2.9 to (3+5)-bit binary fixed point.
Integer 2 is handled separately: (010.???).
Now, .9 * 2 = .8  1
     .8 * 2 = .6  1
     .6 * 2 = .2  1
     .2 * 2 = .4  0
     .4 * 2 = .8  0
     --------------
     .8 * 2 = .6  1
Just taking the first five fractional digits gives (010.11100) = 2.875.

But we can do something with the sixth digit: since it is 1, we can add 1

to the current approximation.  This gives (010.11101) = 2.90625, which is

closer to 2.9 than is (010.11100).  This last refinement is called

_rounding_.  
Example: Convert (1101.0101) to decimal.
This is obviously 13 and 5/16, which is 13.3125.  The binary rational is

213/16.
Although there are several ways to encode signed fixed-point numbers, we

will choose just one.  In blackboard notation, we will just write the

sign explicitly.  Thus, -5.75 in (3+5)-bit binary fixed point is just

-(101.11000).
Other people have given this matter much thought.  In the current

floating-point standard, a floating-point number has three components:

i) a sign +/-, ii) a significand 's', and iii) an exponent 'e'.  The

_exponent_ is a signed integer represented in biased format (a fixed

bias is added to it to make it into an unsigned number).  We are _not_

responsible for exponent bias.  I mention it only for completeness.

The _significand_ is a fixed-point number in the range [1,2).  Because

the binary representation of the significand always starts with "1.",

this fixed 1 is omitted (_hidden_), and only the fractional part of the

significand is explicitly represented.  This is what the standard says.
What is being represented in this way?  Answer: +/- s * 2^e.
There are short (32-bit) and long (64-bit) floating-point formats.  The short

format ranges from 1.2 * 10^-38 to 3.4 * 10^38.  The long format ranges from

2.2 * 10^-308 to 1.8 * 10^308.
Let's try this in blackboard notation.  Recall that, in scientific notation,

we usually write a single digit to the left of the decimal point, e.g.,

3.26 * 10^5.  We adopt the same convention for _binary rationals_, e.g.,

1.01 * 2^-2 = 0.3125.  That is, we write a positive binary rational with a

single nonzero digit to the left of the radix point, all this times some

(positive or negative) power of two.
Example: Convert (1101.1010) to blackboard floating point.
(1101.0101) = (1101.0101) * 2^0
            = (1.1010101) * 2^3
            = (1.1010101) [3]
Example: Convert (0.000111) to blackboard floating point.
(0.000111)  = (0.000111) * 2^0
            = (1.110000) * 2^-4
            = (1.110000) [-4]
Move point left, increase exponent; move point right, decrease exponent.
This is as far as we can take our blackboard notation.  To show actual bit

patterns, we need to know how many bits are available for the significand,

and how many bits are available for the exponent.  Also, when we show actual

bit patterns, we will drop the (thus far explicit) "1.".
Consider a 16-bit register.  One bit is used to represent the sign, leaving

us with 15 bits.  After reflection, we choose to use 4 bits (one hex digit)

to represent the signed exponent in two's complement semantics.  That leaves

only 11 bits to store the _fractional part_ of the significand.
Example: Represent 5/16 as a floating-point number in a 16-bit register.
I will use the order: sign, exponent, fractional part.  Now, 5/16 is

1.01 * 2^-2.  The 4-bit exponent in two's complement is 1110 (hex b).

So the full 16 bits is: 0 | 1110 | 01000000000, which is 7200 in hex.
To sum up, we use: i) one bit for the sign, ii) 4 bits to represent the

exponent in two's complement, and iii) 11 bits for the digits to the

_right_ of the radix point in the true significand.
Example: Put (1.1010101) [-3] in a 16-bit register.
This is 0 | 1101 | 10101010000, which is 6d50 in hex.
Example: Put (1.11) [4] in a 16-bit register.
This is 0 | 0100 | 11000000000, which is 2600 in hex.
Let's say a few more words about the current standard.  If a word has 32

bits, and there are 8 exponent bits, then the significand has 23 bits

(plus 1 hidden), the significand range is [1,2 - 2^-23] (or [1,2), if you

prefer), and the exponent bias is 127.  There are also bit patterns for 0,

Infinity, and Not-a-Number (NaN).  Again, we are not responsible for this.
Let's see how a floating-point number would be laid out in a 32-bit word.

Bit 31 would be the sign bit of the binary rational.  Then, bits 30 through

23 (8 bits) would store the 8-bit exponent field (including the sign of the

exponent), while bits 22 through 0 (23 bits) would store a 23-bit binary

rational in the range [0,1 - 2^-23].  (I oversimplify slightly; the value 0

must be handled separately).
To summarize the current standard for floating-point numbers, in the short

(32-bit) format, we have the sign bit, 8 bits for the exponent, and 23 bits

for the fractional part of the significand (the hardware adds the implicit

hidden "1."), while in the long (64-bit format), we have the sign bit, 11

bits for the exponent, and 52 bits for the fractional part of the

significand (the hardware adds the implicit hidden "1."). 
Most computers offer _double-precision_ floating point.  As we have just

seen, we increase the exponent field from 8 bits to 11 bits, and the fraction

field from 23 bits to 52 bits.  Although double precision does increase the

exponent range, its primary advantage is in its greater precision, which

leads to greater accuracy (closer approximation of reals by binary

rationals).
Instruction Formats

___________________
Although instruction formats have consequences in terms of the ease with

which certain operations can be carried out, and are absolutely vital to

our ability to efficiently _pipeline_ a sequence of machine instructions,

they are not in themselves very interesting.
Having briefly reviewed the encoding structures for different types of

numbers, let us now consider _instruction encoding_.
In one computer, a typical machine instruction is 'add r1,r2,r3', which

causes the values in 'r2' and 'r3' to be added, and the sum put into 'r3'.
A machine instruction for an arithmetic/logic operation specifies an opcode,

one or more source operands, and, usually, one destination register.  The

opcode is a binary code (bit pattern) that specifies an operation.  The

operands of an arithmetic or logical instruction can come from a variety of

sources.  The method used to specify where the operands are to be found, and

where the result must go, is called the _addressing mode_, or _addressing

scheme_.  For now, we assume that all operands are in registers, and discuss

other addressing modes gradually.
In the computer mentioned, there are three instruction formats.
1) Register or R-type instructions operate on the two registers identified

in the 'rs' and 'rt' fields, and store the result in register 'rd'.
R: opcode  rs      rt      rd      <other stuff>
   6 bits  5 bits  5 bits  5 bits  11 bits  = 32 bits
2) Immediate or I-type instructions come in two flavors.
I: opcode  rs      rt      constant
   6 bits  5 bits  5 bits  16 bits = 32 bits
i) In pure _immediate_ instructions, the 16-bit operand field in bits

0 - 15 holds a 16-bit integer that plays the same role as 'rt' in the

R-type instructions; in other words, the specified operation is

performed on 'rs' and the immediate operand, and the result is written

into 'rt', which is now a destination register.
Example: 'daddiu r1,r1,#-8' lays out as
    [daddiu]  [r1]    [r1]    [-8]
    6 bits    5 bits  5 bits  16 bits
We add the 16-bit immediate (here, -8) to 'r1' to compute a number

(often a memory address).   Then, we write this number into 'r1'.
ii) In _load, store, and branch_ instructions, the 16-bit field is

interpreted as an _offset_, or relative address, that is to be added to

the _base_ value in register 'rs' (resp., the program counter) to obtain

a memory address for reading or writing (resp., transfer of control).
For _data accesses_, the offset is the number of _bytes_ forward

(positive) or backward (negative) relative to the base address.  For

_branch instructions_, the offset is in _words_, given that instructions

always occupy complete 32-bit memory words.  To interpret a 16-bit

constant as a word address, we multiply by 4.  Since offsets can be

positive or negative, this allows for branching to other instructions

within +/- 2^15 instructions of the current instruction.
We describe two _data-transfer_ instructions, and a _branch instruction_,

separately.
DT: opcode  rs      rt      constant
Example: 'l.d f6,-24(r2)' lays out as
    [l.d]   [r2]    [f6]    [-24]
    6 bits  5 bits  5 bits  16 bits
We subtract 24 from 'r2' to determine a memory address.  Then, we load

the double-precision floating point number (64 bits) from that memory

location and put it into floating-point register 'f6'.
Example: 's.d f6,24(r2)' lays out as
    [s.d]   [r2]    [f6]    [24]
    6 bits  5 bits  5 bits  16 bits
We add 24 to 'r2' to determine a memory address.  Then, we store the

double-precision floating point number (64 bits) in floating-point

register 'f6' into that memory location.
BR: opcode  rs      rt      constant
    6 bits  5 bits  5 bits  16 bits
Example: 'bne r1,r2,loop' lays out as
    [bne]   [r1]    [r2]    [loop]
    6 bits  5 bits  5 bits  16 bits
We compare register 'r1' and register 'r2'.  If they are not equal, we

add the constant 'loop' to the current value of PC as the new value of

PC.  That is, we add the constant 'loop' to the memory address of the

branch instruction.  We have seen how far we can go from our current

position.
3) Jump or J-type instructions cause unconditional transfer of control to

the instruction at the specified address.  Since only 26 bits are available

in the address field of a J-type instruction, two conventions are used.

First, as the 26-bit field is assumed to specify a word address (as opposed

to a byte address), two zero bits are appended to the right.  We now have

28 bits.  The four missing bits are stolen from PC, as will be described

shortly.
J:  opcode  constant
    6 bits  26 bits
Example: 'j done' lays out as
    [j]     [done]
    6 bits  26 bits
Using our two tricks, we can expand constant 'done' into a 32-bit address,

and transfer control there.
Addressing modes

________________
Addressing mode is the method by which the location of an operand is

specified within an instruction.  Our computer uses five addressing

modes, which are described as follows:
1. Immediate addressing: The operand is given in the instruction itself.

A simple example is 'addi'.  A second example is shown in its full glory:
daddui r1,r1,#-8
This is a natural-number add, which makes sense, for example, for computing

addresses.  After all, addresses are themselves natural numbers, so there

should be no question of overflow.  This odd-looking instruction takes the

contents of 'r1', interprets it as a natural number, and then subtracts 8.
2. Register addressing: The operand is taken from, or the result placed

into, a specified register.  Here is an example with two source registers

and one destination register:
mul.d f4,f2,f6
The contents of registers 'f2' and 'f6' are read.  A double-precision

floating-point multiply takes place, and the result is placed into

register 'f4'.
3. Base addressing: The operand is in memory and its location is computed

by adding an offset (16-bit signed integer) to the contents of a specified

base register.  Examples:
l.d f6,-24(r2)  ; f6 is a destination register
s.d f6,24(r2)   ; f6 is an operand register
4. PC-relative addressing: This is the same as base addressing, except

that the "base" register is always PC, and a hardware trick is used to

extend the constant offset to 18 bits.  This addressing mode is used in

conditional branches.  Example:
beq r1,r2,found
Specifically, the 16-bit signed offset is multiplied by 4 (making it a

word-address offset) and the result is added to PC.  This allows branching

to other instructions within +/- 2^15 words of the current instruction. 
5. Absolute addressing: The adressing mode for unconditional branches is

different because it really doesn't have a "base" register.  Example:
j done
Here, we need fancier hardware tricks.  'done' is a 26-bit natural number.

Multiplying by 4 gives us a 28-bit natural number.  Now, if we pad the

front of 'done' with the four leading bits of PC, we obtain a genuine

32-bit (word) address.  We can "goto" instructions much further away than

merely within +/- 2^15 words.
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_________
Digital Logic

_____________
This is a problem.  An introductory course on computer organization and

design should focus on concepts rather than on engineering detail (it is

assumed that students are not focused on hardware design), and should

explain the subject from a programmer's point of view, and emphasize

consequences for programmers.  Normally, I would omit logic design

altogether.  But perhaps I can give you a taste of it without getting

bogged down in details.
Logic operators are abstractions for specifying transformations of binary

signals.  The simplest logic circuits are _combinational_.  This means that

they do not operate with _memory_, or _state_.  Combinational circuits may

be abstracted as Boolean functions, which are familiar to us from our study

of _sentential logic_ (also called _propositional calculus_).
Physically, combinational circuits are constructed by wiring together some

number of logic gates, which have names like 'NOT', 'AND', 'OR', 'XOR',

'NAND', 'NOR', and 'XNOR'.  The simpler gates correspond to familiar

binary sentential connectives from sentential logic.  Some slightly more

complicated gates correspond to slightly less familiar binary sentential

connectives (e.g., '+', "downward arrow", and '|').  Of course, the most

familiar sentential connectives are all binary, while logic gates may have

more than two inputs (and, to a lessor extent, more than one output).  We

will not attempt to capture the richness of general logic gates.
Example: Electrical device with three inputs.
         +--------+
 x1 ---> |        |
 x2 ---> |        | ---> f(x1,x2,x3)
 x3 ---> |        |
         +--------+
To say that the device has no memory is to say that the present output level

depends only on the present input levels (and not on the past history of the

device).
Consider the two-input 'AND' gate:
         +--------+
  p ---> |        |
         |  AND   | ---> p /\ q
  q ---> |        |
         +--------+
We can label the output with a logical formula.
Now, consider the two-input 'OR' gate:
         +--------+
  p ---> |        |
         |   OR   | ---> p \/ q
  q ---> |        |
         +--------+
Here is the biggest circuit I am willing to draw:
         +--------+
  p ---> |        |
         |  AND   | ---> p /\ q ---+
  q ---> |        |                |
         +--------+                |     +--------+
                                   +---> |        |
                                         |   OR   | ---> (p /\ q) \/ ~r
                                   +---> |        |
         +--------+                |     +--------+
         |        |                |
  r ---> |  NOT   | ---> ~r -------+  
         |        |
         +--------+
The fact that some logical formulas are tautologically equivalent to others

means that the same Boolean function may be represented by different circuits

(i.e., different combinations of gates).
Whereas the process of converting a logic expression to a logic diagram, and

thus an associated hardware realization, is trivial, obtaining a logic

expression that leads to the best possible hardware circuit is not.  For one

thing, the definition of "best" changes depending on the technology and the

implementation scheme being used (e.g., custom VLSI, programmable logic, or

discrete gates), and on the design goals (e.g., high speed, power efficiency,

or low cost).  For another, the simplification process, if not done via

automatic design tools, is not only cumbersome but also imperfect; for

example, it might be based on minimizing the number of gates employed,

without taking into account the speed and cost implications of the wires that

connect the gates together.
I will not teach you any hand-minimization techniques, which I regard as

"make work"---in addition to being obsolete.
For example, in the circuit for ((p /\ q) /\ r) \/ ((p /\ q) /\ ~s),

duplication of the circuit for 'p /\ q' would not usually be desirable, but

it might be.
Today, most digital design of processors and related hardware systems is done

using a _hardware description language_.
The next step up from combinational logic is _sequential logic_, which we

need to make registers, caches, and memories.
The behavior of a combinational (memoryless) circuit depends only on its

current inputs, not on past history.  A sequential circuit, on the other

hand, has a finite amount of memory whose content, determined by past inputs,

affects the current output behavior.
A state element has at least two inputs and one output.  The required inputs

are the data value to be written into the element, and the clock, which

determines when the data value is written.  The output from a state element

provides the value that was written in an earlier clock cycle.  The clock is

used to determine when the state element should be written; a state element

can be read at any time after it has been written.  Note: there exist state

elements without clocks, but we ignore them.
Because only state elements can store a data value, any collection of

combinational logic must have its inputs come from a set of state elements,

and its outputs written into a set of state elements.
                                _____________
Example:  +-----------+        /             \        +-----------+
          |           |       /               \       |           |
          | state     | ---> /  combinational  \ ---> | state     |
          | element 1 |      \  logic          /      | element 2 |
          |           |       \               /       |           |
          +-----------+        \_____________/        +-----------+
When a clock signal is received, the value of the data input to a state

element is instantaneously stored in the state element.  This value is

stable until the next clock cycle is received.
The state elements provide valid inputs to the combinational logic block.

But the combinational logic itself is not instantaneous; rather, it needs

time to settle.  To ensure that the values written into the state element

on the right are valid, the clock must have a long enough period so that 

all the signals in the combinational logic block stabilize, _after_ which

the stable values can be stored into the receiving state element.
Finally, I will give a very brief sketch of how combinational logic may be

used to implement a very simple (and slow) adder.
When two bits are added, the sum is a value in the range [0,2] that can be

represented by a _sum bit_ and a _carry bit_.  A circuit to compute both is

known as a _half adder_.  Let me use the symbol '+' to represent 'XOR'

(exclusive or).  That is, 'p + q' is equivalent to '(p \/ q) /\ ~(p /\ q)'.

A moment's reflection shows that a half adder can be implemented with an

'AND' gate and an 'XOR' gate, since sum = p + q and carry = p /\ q.
By adding a carry input to a half adder, we get a _full adder_.
           c_in
             |
             v   
         +--------+
  p ---> |        |
         |   FA   | ---> sum
  q ---> |        |
         +--------+
             |
             v
           c_out
Here is a trivial implementation of a full adder:
         +--------+
  p ---> |        |
         |   HA   | ---> p /\ q ------+
  q ---> |        |                   |
         +--------+                   |
             |                        |           +--------+
       p + q |           +--------+   +---------> |        |
             +---------> |        |               |   OR   | -------------->
                         |   HA   | ------------> |        | (p /\ q) \/
  c_in = r ------------> |        | (p + q) /\ r  +--------+ ((p + q) /\ r)
                         +--------+                          = c_out
                             |
                             v
                      (p + q) + r = sum
A full adder, connected to a state element for holding the carry bit from

one cycle to the next, functions as a _bit-serial_ adder.  A _ripple-carry

adder_, on the other hand, unfolds the sequential behavior of a bit-serial

adder into space, using a cascade of 'k' full adders to add two k-bit

numbers.
Once we have an adder, we can implement, say, a _counter_, and so on.
Computer Arithmetic

___________________
We start with addition and subtraction of binary integers.
Humans add binary numbers by acting as bit-serial adders.  With a bit of

practice, this becomes fairly automatic.
We can mathematically describe this process as repeatedly computing two

3-place Boolean functions, where the three arguments are the two bits 'p'

and 'q' plus the carry-in bit 'r = c_in'.  The two Boolean functions are

's' (sum) and 'c' (carry out).  We can specify both functions by means of

a table.
p  q  r  |  s  c

_________|______

0  0  0  |  0  0

0  0  1  |  1  0

0  1  0  |  1  0

0  1  1  |  0  1

1  0  0  |  1  0

1  0  1  |  0  1

1  1  0  |  0  1

1  1  1  |  1  1
Note: Efficient humans do _not_ add by doing table lookup.
Example: 000111 =  7  (carries not shown)
         000110 = 13
         ------
         001101 = 20
To subtract, we compute a negation and then add.
Example: 000111 =  7  (carries not shown)
         111010 = -6
         ------
       1|000001 =  1
The translation of bit patterns into decimal numbers obviously depends on

the choice of semantics (natural or two's complement), but the manipulation

of bit patterns does not.  There is one addition table above, not one table

per semantics.
Computers do addition using registers.  We can pretend our two examples take

place in 6-bit registers.  In the addition, there is no carry out from the

result register.  In the subtraction, there _is_ a carry out from the result

register, but the bit pattern in the result register is entirely correct.
By definition, _overflow_ occurs when the result of an operation cannot be

contained in the available hardware, in this case, a 6-bit register.  When

adding operands of opposite signs, overflow cannot occur.
What is the largest two's-complement integer that fits into a 6-bit register?

Answer: 2^5 - 1 = 31.  Therefore, we should be able to produce overflow by

adding 16 to itself.
Example: 010000 =  16  (carries not shown)
         010000 =  16
         ------
         100000 = -32
Even though there was no carry out from the result register, the correct

answer (viz., 32) cannot fit into a 6-bit register---if we are using

two's-complement semantics to interpret bit patterns.  In natural semantics,

of course, a 6-bit register can hold any natural number up to 63.
Going back to two's-complement semantics, we must say that overflow has

occurred.  The lack of a 7th bit means that overflow has occurred because

the sign bit has been set with the _value_ of the result, rather than with

the proper sign of the result.
Hence, overflow occurs when adding two positive numbers and the sum is

negative, or vice versa.  This means a carry out has occurred into the sign

bit.
Theoretically, overflow can also occur when adding two natural numbers.
Example: 111111 =  63
         111111 =  63
         ------
       1|111110 = 126
A computer can easily have two separate add instructions, one appropriate to

two's-complement semantics and signaling overflow, and another appropriate

to natural semantics and not signalling overflow.  Memory addresses are

natural numbers, and, in practice, overflow is never an issue in an addition

that computes a memory address.
Thus, that horrible-looking instruction
daddiu r1,r1,#-8
means "add the integer -8 (a so-called "immediate") to register 'r1', but

pretend you are adding two natural numbers".  The initial 'd' is another

story, of no interest.  But there aren't two _addition algorithms_, only the

two options of either paying attention to overflow or ignoring it, plus the

obvious two options of how to interpret the resulting bit pattern as an

integer.
Arithmetic in 16-bit registers can be shown with four hex digits.
Example: 002c  (+44)
        +ffff  ( -1)
         ----
         002b  (+43)
Multiplication

______________
Multiplication is a bit trickier.  There isn't one way to do it.  The

simplest to explain corresponds to what we learned in lower school (assume

positive numbers):
- put multiplier in 32-bit register

- put multiplicand in 64-bit register

- initialize 64-bit product to zero
loop: test lsb of multiplier
      if 1, add multiplicand to product
      shift multiplicand register 1-bit left
      shift multiplier register 1-bit right
      if not done, goto loop
Example: 1101  (+13)  multiplicand
       x 1011  (+11)  multiplier
         ----
         1101
        1101
       0000
      1101
     --------
     10001111  (+143)  final result (product)
The simplest---but inefficient---hardware algorithm puts the multiplicand

in a 64-bit register that is shifted left as each new result is added in.

The sum is accumumulated in a 64-bit product register.  The multiplier

goes in a 32-bit register that is shifted right to serially highlight each

binary digit of the multiplier from right to left.
When the rightmost digit of the (currently shifted) multiplier is 1, we add

the shifted multiplicand to the product (accumulator register).  After this

operation, we shift the multiplicand left and the multiplier right.
Now, the easiest way to multiply two signed numbers is to convert both

operands to positive numbers, do traditional multiplication, and remember

the signs.
A diagram may help:
          +--------------+
          |              |
          | multiplicand |
          |              |
          +--------------+
                    |
     +--------+     |
     |        |     |
     |    +--------------+
     |    |              |
     |    |    adder     |
     |    |              |
     |    +--------------+
     |           |
     |    +--------------+            +--------------+
     |    |              |            |              |
     |    |   product    |   <test>   |  multiplier  |
     |    |              |            |              |
     |    +--------------+            +--------------+
     |           |
     +-----------+
The shifting is automatic.  The test is primarily to determine if the shifted

multiplicand is to be added to the product.
Overflow will occur if the (final) product is too big to fit into 32 bits.
We will not cover integer division or floating-point arithmetic.
Lecture 5 (week of February 2, 2015---for the Wed. class)

_________
RISC vs. CISC

_____________
It is not immediately obvious that Moore's law should favor one type of

processor architecture over another.  Why, starting in 1980, did killer

micros have such success?  Which processor architectures died off?  What

is a killer micro, anyway?  Does _every_ microprocessor count as a killer

micro?  Here is a subjective answer.
The Cray vector architectures died out because they were too expensive,

and also because parallel vector processors (i.e., computers) ran into

trouble scaling to larger number of processors.  But parallel vector

processors were supercomputers, pioneering advanced architectural ideas

with exotic technologies.  More down to earth, DEC's Vax architecture ran

into trouble because its complex instruction set made it very hard to

implement fast pipelining.  (The Vax can stand for other machines that

lost their appeal).  In 1980, the idea of RISC (reduced instruction set

computing) architecture gained ground, and led to radical simplifications

in the implementation of pipelining.
In the 1970s, machines had hundreds of different instructions, in a variety

of formats, leading to thousands of distinct combinations when

addressing-mode variations were taken into account.  Interpretation of all

possible combinations of opcodes and operands required very complex control

circuitry.  Early VLSI chips simply did not have enough room to hold both

this massive control circuitry and a register file with sufficiently many

registers.  RISC machines were successful because they radically reduced

the amount of control circuitry, i.e., they reduced the control _overhead_.

Moreover, the simplicity of control in RISC machines allowed a fully

hardwired implementation of the control circuitry, breaking with the

tradition of microprogrammed control.  This dramatically increased

execution speed.
The distinction between RISC and CISC has not stayed hard and fast since

1980, especially after the introduction of Intel chips in the 1990s that

were CISC on the outside, and RISC on the inside.  Judged by the number of

chips sold, we have to count more recent Intel and AMD processors as killer

micros.  This is so even if they have processor architectures only a mother

could love.  Another concern is that CISC processors are incredibly

expensive and time-consuming to design.  You almost have to admire Intel

for not being killed by the complexity of its own designs.  Whether this

is a good starting point for multicore, or, indeed, for any _system on a

chip_, is another question entirely.  Finally, describing CISC architectures

to students is not exactly enjoyable.
We can sketch some of the core ideas in RISC design philosophy, which is

both an approach to instruction-set design, and a set of implementation

strategies.
1. There shall be a small set of instructions, each of which can be executed

in approximately the same amount of time using hardwired control (you may

need several RISC instructions to do the work of one complex instruction).
2. The architecture shall be a _load/store_ architecture that confines

memory-address calculation, and memory-latency delays, to a small set of

load and store instructions, with all other (register-register) instructions

obtaining their operands from faster, and compactly addressable, processor

registers.
3. There shall be a limited number of simple addressing modes that eliminate

or speed up address calculations for the vast majority of cases.
4. There shall be simple, uniform instruction formats that facilitate

extraction/decoding of the various fields.  This allows overlap between

opcode interpretation and register readout.
Admittedly, what ultimately counts are the run times of our programs.  What

matters is not whether the computer executes 10 billion simple instructions,

or 5 billion complex instructions, but simply what the total run time is.
We can characterize RISC architectures in slightly different language

(redundancy is not bad):
1. All operations on data apply to data in registers.
2. The only operators that affect memory are loads (which move data from

memory to a register) and stores (which move data from a register to memory).
3. The instruction formats are few in number, with all instructions typically

being one size.
RISC architectures include MIPS, ARM, PowerPC, PA-RISC, SPARC, and the

now-defunct Alpha.  However, if MIPS and ARM own the embedded market, the

most powerful computers today appear to be hybrids of Intel chips and 

Nvidia chips.  Why this is so is a long story.
Datapath Stages

_______________
The datapath is responsible for executing machine instructions, which are

stored in memory.  We can divide the datapath into five stages, or

workstations, which we call _boxes_.  These boxes are: the f-box, the d-box,

the x-box, the m-box, and the w-box.  To keep the discussion manageable, we

will focus on an integer subset of a RISC architecture that contains load,

store, branch, and arithmetic/logic instructions.
1. The f-box sends PC to memory and fetches the next instruction to execute.

It then updates PC by adding 4.  After we add pipelining, we will impose the

condition that each box must complete its work in one clock cycle.  Prior to

pipelining, you can think of the whole datapath as one large combinational

circuit.  Pipelining is so natural that I will, from the start, make each

box complete all its work in a single cycle, but I will only show you the

state elements after we formally introduce pipelining.
2. The d-box has multiple tasks.  It must decode the instruction and read

the operand registers from the register file.  It also handles conditional

branches, which we may take as either 'beq' or 'bne'.  Handling branches

requires an equality test on the registers as they are read.  This test

result will determine whether the branch is _taken_.  As we have seen, the

branch-target address is computed by shifting a 16-bit signed number and

adding it to PC.  But PC has already been incremented by the f-box.  We can

still jump 2^15 instructions up or down, but technically our starting point

is now the instruction _following_ the branch.  The simple RISC instruction

format allows many of these tasks to be performed in parallel.  Again, all

these tasks must be completed within a single clock cycle.  In particular,

the branch-target address must be written into PC before the cycle completes,

if the branch is taken.  Decoding is done in parallel with reading registers.

Similarly, we can start work on the 16-bit signed integer early, even if we

don't know yet whether we will use it.  More surprisingly, we could start

work on the 16-bit signed integer even if we have a register-register

instruction, which doesn't even _have_ an integer in the 16 low-order bits.
3. The x-box is actually a case statement, which obviously requires control.
i) In a memory reference, we add the base register and the offset to compute

the memory address.
ii) In a register-register instruction, we perform the operation specified 

by the opcode.
iii) In a register-immediate instruction, we perform the operation specified

by the opcode, using the literal as an operand value.
Note that the ALU is never asked to do two things at the same time, since no

instruction needs to both a) compute a memory address, and b) perform an

arithmetic-logic operation, as would be necessary in the second two cases.

By the way, the d-box has extra hardware to do its own arithmetic and equality

testing.  Of course, there is no such thing as an ALU: what there are, are

various functional units, perhaps an integer adder, an integer multiplier,

a floating-point adder, a floating-point multiplier, a logic-operation unit,

etc., etc.  So the x-box begins to seem somewhat ghostly if you think about

it too carefully.
4. The m-box is another case statement.  If the instruction is a load, the

m-box reads from memory into a nonISA register inside the datapath.  If the

instruction is a store, the m-box writes to memory from a nonISA register

inside the datapath.  Otherwise, the m-box does nothing.  Of course, data

and control must sometimes flow from the x-box to the w-box even if the m-box

itself does nothing. 
5. The w-box does almost the same thing if the instruction is a load or an 

ALU instruction, which necessarily produces a result.  This thing is to take

the loaded value, or the ALU result, which are both in some nonISA register

inside the datapath, and write it into the destination register inside the

register file.
Not all instructions use all five boxes.  A conditional branch uses only the

f-box and the d-box.  A store uses f, d, x, and m.  An ALU instruction uses f,

d, x, and w.  Only a load uses f, d, x, m, and w.
Reality Check

_____________
We described each box as being under intense time pressure: each box must

complete all its work in one clock cycle.  We won't see the point of this

requirement until we get to _pipelining_.  For now, just take it as a design

requirement.  In fact, if we weren't planning to pipeline, we wouldn't bother

to divide the datapath into stages.
Consider the f-box.  Allegedly, it sends PC to memory and fetches the next

instruction.  Although we don't call this a _memory reference_, i.e., a load

or a store, it certainly is a _memory access_.  How many processor cycles

does it take to access memory on a typical computer?  In lecture 1, I

suggested the figure of 200 cycles.  You cannot address memory and get back

a word in a single cycle.  What is going on here?
In reality, the f-box sends PC to the _instruction cache, or _I-cache_.

A cache is a complex state element that can store copies of some, but

obviously not all, memory locations.  Some caches (L1$, L2$) are small enough

to fit on the processor chip.  So, we have to pretend two things that are not

true.  First, that it is possible to access the I-cache in a single cycle.

Second, that the I-cache magically _always_ has a copy of just the instruction

we need.  Surprisingly, for reasons explained later, these two white lies do

not grossly misrepresent the actual performance of the I-cache.
Consider the m-box.  Allegedly, it sends a data address to memory and receives

a datum (this is a load), or else it sends a data address plus a datum to

memory and deposits the datum (this is a store).  Recall that the m-box only

does work when the datapath is executing a memory reference.  Still, each

memory reference is certainly a memory access.  Do we have a problem here?
In reality, the m-box interacts with the _data cache_, or _D-cache_.  This is

another complex state element that can store copies of some, but obviously not

all, memory locations.  Again, we pretend two things that are not true.  First,

that it is possible to access the D-cache in a single cycle.  Second, that the

D-cache magically _always_ has a copy of the datum we wish to load or store.

For data, these two white lies _can_ cause serious problems.
Consider program P executing during some interval I.  Suppose that, during this

interval, program P only uses data from, say, 20K distinct memory locations.

We say that these 20K locations constitute the _working set_ of program P

during interval I.  If program P's working set fits into the computer's

D-cache, then we can't really say we have a problem.  However, if the working

set doesn't fit into the D-cache, then we _may_ have a problem: we may

repeatedly fail to find the data copy we want in the D-cache, and thus may

repeatedly be forced to access the actual memory, at much greater cost.

Which of these two cases is the real one depends on the memory-accessing

pattern of program P.  Some patterns generate enormous working sets that are

too big to fit into any D-cache.
This problem even has a name: it is officially called the _Memory Wall_.

Consider Moore's Law.  It says that processor performance, which we may

roughly model as the product of the number of logic transistors times the

clock frequency in Hz, increases exponentially over time.  Before 2003,

both factors increased exponentially.  Now, we have to be very careful with

the clock frequency.  Still, replacing a single power-inefficient core with

many power-efficient cores increases the power efficiency of the processor

chip as a whole, and thereby allows us to increase performance without

overstepping our power budget.  We don't ask that each factor in Moore's Law

increases exponentially; we only ask that their _product_ increases

exponentially.  Moore's Law, interpreted in this fashion, is alive and well

in the multicore era.  With one important qualification.
Increased arithmetic performance is only possible if there is increased

delivery of data operands to functional units.  Memories are making some

improvements to memory latency and memory bandwidth, but not fast enough to

keep pace with processor improvements.  Raw processor performance increases

faster than raw memory performance.  A ideal, or perfect, cache could easily

compensate for the mismatch between processor demand and memory supply.

However, in the real world, caches are _not_ ideal, and programs are not

always _cache friendly_.  In the worst case, program performance may be

limited by memory performance, and be unaffected by increases in processor

performance.  All moderately educated computer professionals agree that the

Memory Wall and the Power Wall are the two main challenges that must be

overcome by today's computer designers.  Dealing with the Power Wall is

mandatory.  What about the Memory Wall?  We could we accept to only write

programs that play well with today's caches.  But this concession may be

selling our birthright for a mess of pottage.
Pipelining

__________
Pipelining is a naturally efficient way for a datapath to execute machine

instructions.  It was standard in vector supercomputers.  The basic idea is

to allow different workstations ("boxes") to work on different instructions

at the same time.  By overlapping the execution of different machine 

instructions, we can make significant improvements in the datapath's execution

_throughput_.
Say that executing some machine instruction is a task 'T'.  Suppose we break 

'T' into a _sequence_ of nonoverlapping subtasks: 'T = t1; t2; ...; tn'.  Now,

we provide a specialized workstation for each subtask (these are our boxes).

Think of the processor clock as ringing a bell at the start of each processor

cycle.  For simplicity, let's stick with having five stages, with the f, d,

x, m, and w boxes as our specialized workstations.  An instruction pipeline

doesn't have to have five stages---it could have 21---but this was the design

of an early RISC processor.
When the bell rings, each workstation passes the partially executed instruction

to the workstation on its right.
A picture may help:
         1  2  3  4  5  6  7  8  9  0  ...  clock cycle

instr 1  f  d  x  m  w

instr 2     f  d  x  m  w

instr 3        f  d  x  m  w

instr 4           f  d  x  m  w

instr 5              f  d  x  m  w

instr 6                 f  d  x  m  w

instr 7                    f  d  x  m  w

...                           ...
Look at clock cycle 5.  We have five boxes working on five different

instructions.
Is this advantageous?  Suppose each box completes its work in one clock cycle.

Therefore, the time to execute an instruction (the instruction _latency_) is

5 cycles.  But when the pipeline achieves cruising speed, a new instruction

completes every cycle, giving the datapath an execution _bandwidth_ of one

instruction per cycle.  (We call this _single-cycle pipelining_).  The ideal

speedup when a datapath is pipelined is thus equal to the pipeline _depth_

(the number of stages).
There is one detail I haven't mentioned.  Each of our five boxes is a

_combinational_ circuit, but the clocked pipeline as a whole is a _sequential_

circuit.  To make this work, each box is immediately followed on its right by

a set of nonISA _pipeline registers_, which I just call a "pipeline latch".

The basic requirement is this: Prior to the end of a clock cycle, all the

results from a given stage must be stored in the pipeline latch to its right,

in order that these values can be preserved across clock cycles, and used as

inputs to the next stage at the start of the next clock cycle.
Another picture:
f | d | x | m | w
Five stages, four latches.  Five combinational circuits, four (complex) state

elements.  There are lots of interesting transmission possibilities.  For

example, the operand-register value in a store that is to be written to

memory is read from the register file by the d-box, but is not actually used

until the instruction gets to the m-box.  That is, the value passes through

two pipeline latches before being sent to the memory.
NASM Interlude

______________
Here is an if-then-else statement translated into NASM.
if i <= j then          esi = i
  x := x + 1            edi = j
  z := 1                eax = x

else                    ebx = y
  y := y - 1            ecx = z
  z := 2 * z

fi
  cmp esi,edi  ;  i > j?
  jg  else     ;  if so, "else"
  add eax,1    ;  "then"
  mov ecx,1
  jmp fi

else:
  sub ebx,1    ; "else"
  add ecx,ecx

fi:            ; "fi"
  ...
