Stats  Tuesday, 23 September 

Random selection criteria: 
· Every person has an equal chance of being selected into the sample 
· Sampling with replacement: the probability of being selected does not change after a series of selections 

Three kinds of Distributions 
1. The distribution of the population of individuals 
2. The distribution of a sample 
3. The distribution of sample means: when n>1 we compare the mean of the sample with a distribution of means from many samples (instead of using x’s we now make a chart with many different M values)

Distribution of sample means: a distribution of the means of all possible samples of the same size (n)
· Each sample randomly selected from the same population of individuals 
· Not too different from the population of individual scores, always describe this distribution in terms of some measure of central tendency (mean of means) and what is a value to describe it’s variability (standard deviation, standard error)

E.g. take one sample of 10, find the mean and plot it
· Take another sample of 10, find the mean and plot it as well on same chart 

Central Limit Theorm: a mathematical proposition 
· Precise description of the distribution obtained by taking all possible random samples of a certain size 
· RULE 1: the mean of the distribution of the sample means is the same as the mean of the distribution from the population of individuals (if one = 2 it would be the same) 
· RULE 2: concerns the shape of the distribution of sample means… you can assume the distribution is normal if the X sample is normal, or if there are 30 or more means 
· RULE 3: less spread out than population of individuals, all outliers have been dealt with and means will be “sucked into” the centre of the distribution

 The shape of the distribution of sample means 
· Is approximately normal if either a) each sample  has at least 30 observations and b) underlying distribution of the population of individuals is normal
· Uni-modal, symmetrical, skinny 
Σm or σm: standard error of means: tells you how much sample means typically deviate from the mean of the population 
· Akin to standard deviation 
· Standard distance between M and μ
· Standard error of 10 vs a standard error of 5 measured on the same scale, would be reflected in the distance between means, and the overall population 

Calculating standard error σM

 Scores on a life satisfaction measure are normally distributed for the population of Carleton undergraduates, with μ= 3 and σ= 1. Consider the following random samples of Carleton undergraduates 



μ=3 
σ= 1

Random sample = 5 undergrads (n=5) 
· The associated sampling distribution of the mean would have some known properties: same mean as population
· 
· =.45 on the life satisfaction scale 

Random sample = 10 undergrads (n=10) 
· We need to incorporate a larger number 
· 
· =.32 

Random sample = 50 undergrads (n=50)
· 
· =.15
· Larger samples represent the sample better because they are closer to the mean 

 Samples are never perfect representations of the population 
· The mean of a sample (M) often not exactly the same as the mean of the population (μ)
· Sample size , standard error 
· σ (population standard deviation) as σ , standard error  and vice versa 

We can make statements about the probability of a sample mean being found in particular areas under normal distribution 
· First, calculate values for distribution of sample means 
· Calculate z score as before 

Figuring z-scores on the distribution of sample means 
· Previously, figuring an individual score’s location in a distribution 
· Now, figuring the location of a sample’s mean on the distribution of means 

n=16 
μ= 60 
σ= 20 

What is the probability that M>50?

· 

First, find standard error 
· 
· 

Now use z-score formula 

· Z= 

On normal distribution chart, -2 equates to .9772
· The probability that M is greater than 50 (>) is 97%


NEW 
What is the probability that my sample mean will be less than 56?
P M<56?


· Look on the normal distribution chart, probability of me randomly selecting a sample with a mean of 56 or less is .219 or 21.9 %

NEW 
What is the probability that sample mean (16) is going to be within 5 points of the population mean 
P M 55<X<65

Compute z values for 55 and 65 




We can determine whether our sample mean is an extreme mean in terms of probability 
· Extreme mean: approx. two standard deviations from the mean (z = +/- 1.96)

Reporting standard error of the mean (σM)
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Reporting standard error of the mean: describes the variability of the distribution of the means 
· The average distance between any given sample mean, and the overall population mean 

Distribution of sample means: normal? IF you know that your distribution is normal, then you can apply all of the rules to the unit normal table to it 
· Can tell the proportion of scores that is above that point, below, between etc.
· When the distribution is normal, the rules that guide what you can do with that distribution are those properties of the normal distribution 

E.g. 
μM= 5
σm=2 

 How many fall between 3-7 on this scale?

Standard error bars: the height of the bar shows you the mean of the population, and the standard error bar goes above and below the mean 
· E.g. if the mean was 15, standard error bar 15.5 and 14.5
· WE WANT SMALL STANDARD ERRORS 
· One way to get a small standard error: larger sample (n goes up, standard error goes down) 
· Another way to get small standard error: decrease standard deviation by narrowing down selection criteria 

Understanding standard error
· Avg. distance from the mean 
· Margin of error: standard error *z-score(s)…attaches a higher level of “confidence” to the error estimate (usually 95% or 99%)
· Polls report margin of error 


Margin of error: spreads out, beyond one standard error of the mean to a broader coverage of the sampling distribution of the mean 
· (σM)(z) 

E.G 
44 per cent of respondents said they supported a bill 
 The results based on 1,203 telephone interviews with Canadian residents age 18 or older. The results are considered accurate to within approx. +/- 3 percentage points, 19 times out of 20 

· μM=44
· In other words 3 is =1.96
· We need to find the value that corresponds to 1σM or z=1.00
· SO if z=1.96 corresponds to 3 points on the scale, then we need to reverse the equation to find out how many points on the scale corresponds to z=1.00
· Margin of error is telling me that the value is 1.96 standard errors of the mean OR 1.96 (σM)=3.0
· I want the value for 1 standard error OR 1(σM)
· Then σM= 3.00(z)
= 3.0/1.96
=1.53

E.G 
Self-reported levels of pain 
	
	Mean
	Standard Error

	Tai-Chi
	3.7
	1.2

	No Tai-Chi
	7.6
	1.7



Higher levels of pain reported by people no tai-chi
 Standard error tells me what percentage of pain tolerance means are going to be in that 68.26% band 

Error bars do not overlap?
· Means in each sample are sufficiently different 
· I.V had an impact on the D.V 
· Not likely due simply to sampling error, chance 

 Error bars do overlap?
· Means in the two samples are not sufficiently different from each other 
· Could be due to chance factors/sampling error

Intro to Hypothesis Testing  
· What is hypothesis testing: using techniques to test a hypothesis with data 
· Start with an original population of interest 
· Draw a sample 
· Give that sample some “treatment” or intervention, independent variable 
· Measure the sample after the treatment 

The “Null” hypothesis”: this independent variable does not do anything; it doesn’t affect my dependent variable at all 
· Null hypothesis (H0) 
· The goal is to reject the null hypothesis 
Research Hypothesis (H1): also called the “alternative hypothesis”, opposite of the null hypothesis, what the experimenter desired or expected all along 

Hypotheses are always about populations not samples 
· Always state the hypotheses in terms of populations and population parameters 
· Recall that researchers want to draw inferences about populations 

Examples: Does frequent television viewing affect children’s weight 
· (H0)= frequent tv watching has no effect on the weight of the general population of Canadian children 
· (H1)= frequent TV watching does affect the weight of the general population of Canadian children 

Does living on a “quiet floor” affect the amount of time that students spend studying?

Mutually exclusive: if one is true, the other cannot be true as they are exact opposites of each other 
· Most often, our goal as researchers is to reject the null hypothesis 

Example: 
· Population of PSYC2002 students 
· Offered online exam option to random sample of n=25

Research Question: Does online option affect student performance? 
· Test at a=. 05
· Alpha: the probability (test this hypothesis with a .05 probability of rejecting the hypothesis) (in other words, leave 5% from your sampling population in the tails) 

Independent variable: exam format 1) paper pencil 2) online 

μ= 26 σ=4 (Normally distributed) 

Randomly selected sample of students completes exam online 
M= 28 n=25
In order to take mean of 28 and compare it to some standard, I need to compare my sample mean with other means (distribution of sample means) 

General population of students (comparison distribution, null hypothesis distribution) 
· Compute the means: 26 (the mean of the distribution of sample means is the same as the mean from the distribution of population) 
· Compute standard error: 4/5= 0.80 
· What is the probability that the null hypothesis is true 

Step 1: Restate question as hypothesis about populations 
(H0) = Exam format does not affect grades for the population of PSYC2002 students
μonline= 26

Step 2: Research hypothesis 
(H1)= Exam format does have an affect on grades of the population of PSYC2002 students 
μonline ≠

Distribution of sample means if H0 is true 
μ = 26

What M is sufficiently unlikely to have come from the general population of PSYC2002 students?
· This is the cut-off sample score or critical value 
· Find the corresponding z value 


More on Critical Value 
· Depends on alpha α 
· Alpha α is the probability of rejecting the H0 when it is true 
· Common alpha values: -.05, .01, .001

Step 3: Your sample’s location on comparison distribution 
· What is the sample means as a z-score 
· Use μ and σ to calculate 
· Z= (M-μ)/σM

Step 4: decide whether to reject the null hypothesis 
· Compare your sample z-score (zobtained) with critical value (zcritical=+1.96)
· Locate zobtained on comparison distribution 
· Using the decision criterion previously established, you can 

1. Reject Null Hypothesis: i.e your sample mean is significantly different from the no-treatment population mean 
2. Fail to reject the null hypothesis: your sample mean is not significantly different from the no-treatment population mean 

Rejecting the Null: if experiment produces very unlikely/extreme/atypical data, based on the assumption that H0 is true, the H0 is rejected 
· There is support for the research hypothesis 

Caveats: the null hypothesis can never be rejected completely
· Can only be shown to be very unlikely to have gotten the observed results if the null were true 
· As a result, research results can never prove a theory 


When a result is statistically significant: the probability of getting a result as estreme as you did, if, in fact, no effect exists, is so low that we are justified in rejecting H0
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Exam example: 
μ= 26
σ= 4
· Normally distributed 

Compute the standard error: 

Zcritical= ±1.96
Zobtained =±2.50

*The 1.96 exactly denotes the point at which 2.5% of the means are in the top tail, and 2.5 % are in the bottom tail (2.5+2.5=5%)

What is considered an extreme mean?
· P<  .05

Consider two possible explanations for any given result 
1. Online format DOES affect grades AND grades for randomly selected sample were higher (correctly reject H0)
2. Online format DOES NOT affect grades, BUT just by chance, you randomly selected a sample whose grades were higher (incorrectly reject H0)

Hypothesis Testing: 
· In any hypothesis testing situation, there are four possible decisions 

1. State H0 and H1 (populations) 
2. Decision Criteria 
a. Comparison distribution? (μ, σM) 
b. Critical region (one/two tailed alpha) Zcritical
3. Transform M into Z (Zobtained)
a. Z= (M –μ)/σM 
4. Locate z on comparison distribution and make a decision, has to do with only the null hypothesis (do you reject it, or do you fail to reject it) (tell in one sentence, what that conclusion means in terms of actual study)

         NO EFFECT H0 TRUE   EFFECT EXISTS, H0 FALSE

	TYPE 1 ERROR
	DECISION CORRECT

	DECISION CORRECT
	TYPE II ERROR 


REJECT H0
RETAIN H0

Type 1 Error: reject the H0, when it is actually true 
· Just by chance, your sample mean is one of the low probability, but possible, extreme means (false positive)
· It is possible that just by chance, a researcher could select a sample that is very different than the mean 
· About 5% (a=.05) or 1% (a=.01) of the time 
· Don’t really know if we’ve made a type 1 error  

Protection Against Type 1 Error 
· Setting a more conservative significance level or alpha level (α), one that shrinks the rejection region 
· The lower the alpha, the lower the risk of a Type 1 error 
· In general, Type 1 errors are considered to be the most serious, mistaken conclusions about the effectiveness of a treatment (you say a treatment or intervention works, when in reality it doesn’t)
· Make α smaller 

Type II Errors: fail to reject the H0, when it is false 
· You conclude that your treatment had no effect when it actually did 
· “Applied” researchers are especially concerned about the threat of Type II errors, we may be overlooking a potentially valuable treatment/intervention 
· Possible that your study results were not strong enough to warrant rejecting H0 
· Researchers never really know when they have made a type II error
· Try to protect against Type II: make α larger 

 Protections against one type of error increase the chances of making the other 
· The standard significance levels are viewed as the compromise 
· (p<0.5) 

When drawing critical region  YOU NEED TO KNOW 
1. Alpha (α)…will be given to you 
2. If your hypothesis test is one-tailed or two-tailed 
a. Is it going to be 2.5% on each side, or all 5% on one side 

Two-tailed test: critical region is split in half 
· ONLY use one-tailed test if you have a CLEARLY directional hypothesis 
· Two-tailed tests are by far the norm 

With non-directional, H1 simply predicts that treatmemtn population will differ from the non-treatment population (two-tailed) 

Sample Hypothesis Test 
· A sample of 75 workers was given an experimental treatment (Friday afternoon massages) after which they scored M=16 on a measure of job satisfaction. The general population of workers has a μ= 15 on this measure and a σ= 5 (normally distributed) 

 Did the massaged improve job satisfaction? (carry out the steps for hypothesis testing at the 05 level) 

· From the population of workers, I chose a sample of 75, which then get the massages as treatment 
· After intervention is done, a mean of 16 in job satisfaction 

What do I know?
· It is a one tailed test, asking did it improve? 
· Alpha (α) =.05 or 5%

STEP 1: STATE HYPOTHESIS 
· H0= μ ≤ 15 (μ is less than or equal to 15) 
· H1= μ >15 (μ is greater than 15) 

· Determine μ = 15
· Calculate σM= .58

STEP 2: DECISION CRITERIA 
· One-tailed test 
· 5% significance level (i.e., alpha =.05)
· Zcritical: 1.64

STEP 3: YOUR SAMPLE’S SCORE ON COMPARISON DISTRIBUTION?
· Zobtained= (M-μ)/σM
· 1.72

STEP 4: MAKE DECISION ABOUT H0
· Friday afternoon massages improve job satisfaction 

What would change about the hypothesis if 
· We used a two-tailed test: the H0 and H1 would be different, Z would be Zcritical± 1.96 
· Failed to reject null hypothesis, decreased the region on both sides and would not be statistically significant 
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*** You don’t need to know anything about the study to know that the Zcritical is 1.96

Two predictable rules about standard error: 
· Zobtained is going to go up, in both cases it is through the influence on the denominator (standard error)

Step 4 is to make a decision whether to reject, or fail to reject the null hypothesis, but for some this is not enough 

Effect size: the effect of ‘separating’ two populations 
· Independent variable expected to change μ
· Effect size (d) tells you by how much 
· (d) can also be ‘predicted’ 
· Doesn’t necessarily tell us anything about a hypothesis test, they are independent pieces of info that we bring together to paint a picture of what is going on in our data 

Cohen’s d= 

Conventions for interpreting Cohen’s D
· 0.2 = small 
· 0.5 = medium 
· 0.8 = learge 
· Also applies to negative, all that matters is how much am I increasing or decreasing?

 Standardized measure of treatment impact – extent to which distributions of two populations DO NOT OVERLAP 
 Can be + or – and any size 
· Absolute value of d tells us about size 
· Use Cohen’s conventions to interpret size
Effect size 1 
· Reject the H0  result statistically significant i.e. very unlikely to be due to chance factors alone 
· BUT we don’t know how large our effect size is 
· You hay have a significant but small, or unimportant effect 

Statistically significant: does your z value fall within the rejection zone, yes or no

 Two results may be both statistically significant, but differ in the size of the effect 

General Importance of d
· Standardized metric for comparing effects of studies 
· Evaluate overall importance of a result 
· Taking statistical significance and d together 
· Stat. sig + small d 
· Stat. sig + large d 
· Same d, 1 result sig, 1 result not sig 

Statistical Power: probability that your study will yield a statistically significant result IF H1 is true 
· [bookmark: _GoBack]When we hypothesis test (4 steps) main assumption is that the null hypothesis is true, we’re assuming that our treatment didn’t have any effect. With power, we are wondering what are the chances that our z will be in the critical region, if my null hypothesis is true 
· Probability that your hypothesis test will correctly identify a treatment effect if one really exists 
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