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CHAPTER 1:

Operating systems are:
· Convenient
· Efficient
· Resource allocation
· One program running constantly (kernel)

The initial program running is called the bootstrap program.

Different types of processors: 
· Single core
· Multicore

Multicore is usually better because it is more reliable and has a larger scale.

Throughput: amount of processes completed per second

OS’s can be:
· Asymmetric: each processor assigned a task
· Symmetric: each processor performs all tasks

CHAPTER 2:

Operating Systems have/do:
· Program execution
· User interface
· I/O
· File Systems manipulation
· Error detection
· Resource allocation
· Accounting
· Protection and Security
System Calls:
· Process Control
· File Management
· Device Management
· Information Maintenance
· Communication
· Protection
Implementation
· Goals
· Mechanism
· Policy
Structure
· Simple or Monolithic
· Layered (levels)
· Modules: Loadable kernel modules
· Hybrid

CHAPTER 3: PROCESSES

Process: program in execution

Concept: Process has different states
· New
· Ready
· Running
· Waiting
· Terminated

PCB (Process Control Block)

Requires certain info:
· Program counter
· CPU registers
· CPU Scheduling info
· Memory Management info
· Accounting info
· I/O status info

Scheduling
	Queuing diagram  CPU Management
· I/O queue
· Child queue
· Interrupt queue
Short term  select from CPU
Long term  select from pool
Degree of multiprogramming (Number of processes in memory)

Context Switch
Save state of current process before interrupt in order to switch to another process.

Operations
	Creation
· Process identifier (pid)
· Tree of processes
· Init (pid = 1) root

Parent vs Child
1. Parent executes with children
2. Parent waits for some or all children

· Child is duplicated of parent
· Child has new program loaded into it
Termination
· Exit()
· Parent can terminate child
· Child exceeded usage
· Task of the child no longer required
· Parent is exiting and OS doesn’t allow child to run without parent
· Cascading termination: parent ends, so must all children
· Zombie process: terminated process whose parents has not called wait
· Orphan process: parent did not call wait(), so init calls wait() periodically

CHAPTER 4: THREADS

Overview
· Unit of CPU use
· Thread ID
· Register set
· Stack
· Single Threaded vs Multithreaded
Benefits
· Responsiveness
· Resource Sharing
· Economy
· Scalability

Models
User vs Kernel Threads
· Many to one model: entire process blocks if one blocks (worst)
· One to one model: one user thread requires one kernel thread (ok)
· Many to many model: many users for kernels (best)

CHAPTER 5: PROCESS SYNCHRONIZATION

Cooperating process: process that can affect or be affected by other processes executing

Critical Section Problem
· Critical section of code (changing variables, updating tables)
· No two processes can execute critical section of code at the same time
· Divide code into
· Entry section request permission
· Critical Section
· Exit Section
· Remainder Section
· Solve the problem by satisfying
· Mutual exclusion
· Progress
· Bounded waiting
· Handling critical section
· Preemptive kernels (more responsive)
· Nonpreemptive kernels (free from race conditions)

Peterson’s Solution
2 processes sharing variables
· Int turn
· Boolean flag[2]

Synchronization Hardware
	Variable(lock) either a 0 or 1

Mutex Lock
· Mutual exclusion
· Process must require lock to be opened before entering critical section
· Aquire() and release()
· Avoids context switch but creates spinlock

Semaphores
· Semaphore is an integer
· Only accessed by wait(), signal()

Usage
· Counting semaphore (any domain)
· Binary semaphore (0 and 1)
Implementation
· Allow process to block itself to avoid waiting
Deadlock and Starvation
· Process become stuck waiting
· Starvation is when a process waits indefinitely
Priority Inversion
· When a high priority process has to wait for low one to finish
· Priority inheritance protocol: process accessing shared data will inherit higher priority

Synchronization Problems
· Bounded Buffer Problem
· Reader Writer
· Dining philosophers

Monitor
· Timing errors occur using semaphores

Monitor Usage
· ADT
· Ensures only one process is active at a time 
· Users conditions to access signal() and wait)_
· If 2 processes create a signal either:
1. Signal and wait
2. Signal and continue

· Dining Philosophers with monitors

CHAPTER 6: CPU SCHEDULING

CPU I/O Burst cycle  cycle of CPU execution and I/O wait
CPU Scheduler  when CPU goes idle, OS might select another process (done by short term scheduler)
Preemptive Scheduling  Decisions take place when:
1. Process switches from run to wait
2. Process switches from run to ready
3. Process switches from wait to ready
4. Process terminates
2 and 3 have scheduling choice
Preemptive scheduling  race conditions

Dispatcher
· Module that gives control of CPU to process
· Chosen by short term scheduler
· Fast, dispatch latency  time taken to complete

Scheduling Criteria
· CPU utilixation
· Throughput
· Turnaround time
· Waiting time
· Response time

Scheduling Algorithms
	First Come First Served Scheduling
· Simple
· Average wait time can be high
Shortest Job First Scheduling
· Gives minimum average time
· Difficult to know length of next request (can’t be done with short term scheduling)
· Estimate with exponential average
· Preemptive is called shortest-remaining-time first scheduling
Priority Scheduling
· Chooses based on priority level
· Can create starvation
· Use aging (increase priority of waiting processes)
Round-Robing Scheduling
· FCFS with preemption
· Small unit of time (time quantum) is defined
Multilevel Queue Scheduling
· Multiple queues with a hierarchy of properties
Multilevel Feedback Queue Scheduling
· Process takes too much time, it will move to lower priority queue
· Defined by
· Number of queues
· Scheduling algorithms for each queue
· Method to determine when to upgrade queue
· Method to determine when to demote queue
· Method to determine which queue process will enter

Algorithm Evaluation
Selecting a CPU Scheduling algorithm
· Maximizing CPU utilization under the constraint that the max response time is 1 second
· Maximizing throughput such that the turnaround time is (on average) linearly proportional to total execution time

· Deterministic Modeling
· Analytic evaluation: user given algorithm and system workload to produce a formula or number to evaluate performance of algorithm
· Example  Deterministic Modeling
· Checks to see the best average time
· Simple and fast
· Queuing Models
· Queuing network analysis
· Create a formula to determine wait time (Little’s Formula)
·  
· Where n is equal to number of queues
· Where  is equal to average arrival time
· where W is equal to average wait time
· Complicated algorithms can be difficult to work with
· Accuracy is questionable
· Simulations
· Programming model
· Data is generated in several ways
· RNG
· Trace tapes monitor the real system and are used to compare algorithms
· Expensive
· Long to compute
· Designing simulators is a major task
· Implementation
· High cost
· Changing environment

CHAPTER 7: DEADLOCKS

Deadlock: process that is stuck in wait loop

System Model
	Process must request resource before using.
1. Request wait
2. Use
3. Release
A set of processes is in deadlock when all processes are waiting for an event caused by another process in the set.

Deadlock Characterization
	Necessary Conditions (4)
1. Mutual Exclusion: at least one resource be non-sharable
2. Hold and Wait: must be holding one resource and waiting to acquire another which is being held by another process
3. No preemptive: resources cannot be preempted and can only be released voluntarily
4. Circular wait: a set of processes where the first one is waiting for the next one and the next one is waiting for the one after that creating a chain.  (Condition 4 implies 2)
All of the conditions must hold for deadlock

Resource Allocation Graph
	Describe deadlocks using a system resource allocator graph
	Graph of processes and resources
	Request Edge P  R
	Assignment Edge R P
	Deadlock can occur when there is a cycle in the graph

Methods for handling Deadlocks
	Protocol to prevent or avoid deadlock
	Allow system to deadlock and recover
	Ignore deadlock (Windows/Linux) (cheaper)

Deadlock Prevention: ensures at least one deadlock condition never holds by constraining resource requests.

Deadlock Avoidance: OS given additional information in advance concerning which resources a process will request. OS can then decide to grant request or tell process to wait.

Deadlock Prevention
	Mutual Exclusion:
· At least one resource must be non-sharable (ex: Read only Files)
· Cannot prevent deadlock by denying mutual exclusion
Hold And Wait
· Guarantee that when a process requests a resource, it is not already holding one
· Protocol that requires a process to request all resources before executing
· Protocol only allows process to request when it has no resources and must release all resources before requesting again
· Two main disadvantages
· Resource utilization may be low
· Starvation
No Preemption
· Protocol: If a process is holding some resources and requests a resource unavailable, then all resources the process is holding are preempted. Process restarts when it gets all resources
Circular Wait
· Protocol: Impose a total ordering of all resources and require that each process requests resources in increasing enumeration order
Deadlock Avoidance
	Prevention algorithms have side effects:
· Reduced throughput
· Require additional information about how resources are requested
· Ex: Each system process declare max number of resources

Safe State: state is safe if the system can allocate resources to each process in some order and still avoid deadlock

Resource-Allocation-Graph-Algorithm
· New edge: Claim Edge P R (dotted line)
· P requests R sometime in the future

Banker’s Algorithm
· n, number of processes
· m, number of resources
· Available: vector of available resources
· Max: Matrix of process demand
· Allocation: matrix of resources allocated to each process
· Need: matrix of remaining need for each process
· Need = Max – Allocation

Deadlock Detection
Algorithm to examine system state to detect deadlock
Algorithm to recover from deadlock

Single Instance of Each Resource Type
· Wait for graph edge between Pi waiting for Pi+1 maintain to avoid deadlock

Several Instances of a Resource Type
· Deadlock detection algorithm
· Banker’s Algorithm

Detection-Algorithm usage
· How often is a deadlock likely to occur
· How many processes will be affected

Recovery From Deadlock
· Abort all deadlocked processes: great expense
· Abort one process at a time until deadlock is eliminated

Resource Preemption
	Preempt resources from processes and give others and break deadlock
1. Select Victim: determine order of preemption to minimize cost
2. Rollback: rollback processes to safe state
3. Starvation: include a number of rollbacks in cost factor

CHAPTER 8: MAIN MEMORY

Basic Hardware
· Stall
· Basic Register: smallest legal physical memory address
· Limit Register: specific size

Logical Versus Physical Address space
· Logical address: generated by CPU
· Physical address: seen by memory unit
· Logical Address Space: set of logical addresses
· Physical Address Space: set of physical addresses
· Mapping from virtual to physical is done by memory management unit (MMU)

Standard Swapping
· Swap processes in memory back and forth

Contiguous Memory Allocation
· Memory divided into two partitions: one for resident OS and the other for the user
· Each process is contained in a single section of memory that is contiguous to the section containing the next process

Memory Protection

Memory Allocation
· Divide the memory into fixed partitions
· Each partition contains exactly one process
· When a partition is free, a process is selected from the input queue
· Hole: large block of memory

Dynamic Storage Allocation Problem
· First fit: allocated the first hold big enough
· Best fit: allocated the smallest hole big enough
· Worst fit: allocated the largest hole
· First fit and Best fit > worst fit
· Worst fit decreases time and storage utilization
· First fit generally fastest

Fragmentation
· First fit and Best fit suffer from external fragmentation where storage is fragmented into a large number of small holes
· 50% rule: 0.5N blocks lost to fragmentation
· Compaction: shuffle memory contents into a large block
· Solution: permit logical address space of processes to be noncontiguous thus allowing processes to be allocated to physical memory whenever such is available

Segmentation
· Mechanism that maps programmers view to actual physical memory

Basic Method
· Supports programmers view of memory
· Each segment has name and length

Segmentation Hardware
· Mapping effected by segment table
· Entries have segment base and segment limit
· Base contains starting physical address of memory

Paging
· Physical address non contiguous
· Avoids external fragmentation and need for compaction
· Implemented through cooperation between OS and hardware

Basic Method
· Break memory into fixed sized blocks (frames)
· Break logical memory into blocks of same size called pages
· Addresses generated by CPU are divided into page number (p) and offset (d)
· Page number is used as index in a page table
· Page size determined by the hardware (power of 2) (512 bytes to 1GB per page)
· If logical address space is 2m and page size is 2n then high order m – n bits of logical address to designate page number (p)

Hardware Support
· Page table implemented as a set of registers
· Page table kept in main memory
· Page table base register (PTBR) points to page table results in memory access being slower
· Solution use hardware chase translation look-aside buffer (TLB)
· Entries are key and value

TLB contains only a few page table entries
TLB miss is when page number is not found in memory and reference is made

If TLB is full, replace entries. 
Entries that cannot be removed are wired down

Hit Ratio: % of times the page number is a hit
Effective Memory Access time

	Protection
· Define bit to be read only or read write
· Valid or Invalid bit

	Shared Pages
· Reentrant code: non modifying code

Structure of the Page Table
	Hierarchical Paging
· Offset equal to page size
	
	Hashed Page Table
· Three Fields
1. Virtual Page number 
2. Value of Mapped Page Frame
3. Pointer to next element
		Variation for 64 bit  clustered pages

	Inverted Page Tables
· One entry for each real page

IA-32 Architecture
· Segmentation produces linear address for each logical address
· Paging  generates physical address

	Segmentation
· Segment as large as 4GB
· Segments per process 16K
· Logical Address divided:
· 8K private to process (LDT)
· 8K shared (GDT)
· Logical Descriptor Table
· Global Descriptor Table

	
	s	 (13)
	G (1)
	P (2)


	S is segmented number
	G GDT or LDT
	P Protection

	Paging
· Page sieze 4KB or 4MB
· Two level scheme
	P1	 (10)
	P2 (10)
	D (12)


· Page Directory: 10 high order bits
· Page address extension (PAE) allows 32 bit to access a physical address larger than 4GB
· Two level  three level


CHAPTER 9: VIRTUAL MEMORY

· Technique that allows execution of processes not completely in memory
· Abstracts main memory into extremely large uniform array of storage separating logical and physical memory
· Allows file sharing
· Difficult to implement

	Background
· Instructions executed must be in physical memory
· Not the entire program is needed at the same time
· Benefits of executing a program in memory
1. No longer constrained by physical memory available
2. More programs can run at same time
3. Less I/O loading and swapping
· Virtual memory involves the separating of logical memory as perceived by users form the physical memory
· Allows for large virtual memory to be provided
· Programmer no longer worries about memory available
· Virtual address space refers to logical view of process in memory
· Benefits of file sharing
1. Libraries shared by several processes
2. Processes can share memory
3. Pages can be shared with fork() call
	Demand Paging
· Load pages only as needed by program instead of all at once
· Pages are never accessed and thus never loaded into physical memory
· Called only when executed
· Uses lazy swapper, which only swaps a page in memory if it is needed
· Pager vs Swapper  pager is concerned with individual pages of a process
	
		Basic Concepts
· Need hardware support to distinguish between pages on disc and pages in memory (valid / invalid bits)
· Access to a page marked invalid causes a page fault

		Handling Page Faults
1. Check internal table to determine validity of reference
2. If invalid, terminate the process. Else, page in
3. Find a free frame
4. Schedule Disk Operation to read desired page
5. When disk read is done, modify internal table
6. Restart instruction that was trapped
		Pure Demand paging: never bring a page in unless required

		Hardware Support
· Page table: mark entries valid or invalid
· Secondary memory:
· Holds pages not present in memory
· Usually high speed disc
· Has swap space
· Known as swap device
· Crucial requirement is the ability to restart instruction after page fault has occurred from the exact same state
· Solutions to page faults during process
· Microcode to access both ends of the block. If successful, no page fault will occur
· Temporary registers hold values of overwritten locations
	
		Performance
· Effective access time = ,
	Memory access time (ma) (10-200 ns)
	P, probability of page fault
			
· Page fault causes this sequence
a. Trap OS
b. Save user registers and process state
c. Determine interrupt was a page fault
d. Check page reference and determine location on disk
e. Issue a read from disk to free fram
i. Wait in queue
ii. Wait for device seek
iii. Begin page transfer
f. Allocate CPU to other user (optional)
g. Receive interrupt from disk
h. Save registers and process state from other user(if option f)
i. Determine interrupt was from disk
j. Correct page table and other tables
k. Wait for CPU to be allocated to this process
l. Restore user registers, state, and page table
m. Resume process
i. Service page fault
ii. Read Page 
iii. Restart Process

· Page switch (8 ms)
· Effective access time = 8000000,
=200 + 7999800p
EAT proportional to page fault rate
220 > 200 + 7999800p
Degradation should be less than 10%
p<0.0000025
· Handling use of swap space
· Disk I/O to swap space generally faster than to file system
· Demand pages from file system but write the pages to swap space as replaced

	Page Replacement
· Increase degree of multiprogramming
· Over-allocating memory
· Used when no frames are free
	
		Basic Page Replacement
· If no frame is free, find one not in use and free it
· Free a frame by writing its contents to swap space and changing the page table

			New Page Fault Routine
1. Find location of desired page on disk
2. Find Free Frame
I. If found, use it
II. If not found, use page replacement to find victim frame
III. Write victim frame to disk, change tables accordingly
IV. Two page transfers required for II and III
3. Read desired page into free frame
4. Continue user proess

			Reduce overhead by using modify bit (identity bit)
· Set by hardware when any byte is written to it
· Indicates if page is modified
· When selected, examine modifying bit
· If modified, write page to disk
· If not, info is already there
· Solve two major problems to implement demand paging
· Develop free frame allocation algorithm
· Develop page replacement algorithm
· Evaluate algorithm by running it on a string of memory references (reference string)
· Gained by RNG

		FIFO Page Replacement
· When page must be replaced, the oldest is chosen
· Hold time pages were brought

Belady’s Anomaly: page fault rate increases as the number of frames increases

		Optimal Page Replacement
· Lowest page fault rate
· No Belady’s Anomaly
· Replace the page that will not be used for the longest time
· Difficult to implement because it requires future knowledge

		LRU Page Replacement
· Replaces the Least Recently Used page
· Associates with each page the time it was last used
· Difficult to implement
· Requires hardware assistance
· 2 implementations
· Counters: increment every memory reference and replace the page with the smallest value
· Stack: stack of page numbers, when page is referenced it is moved to the top of the stack (doubly linked list)
· No Belady’s Anomaly

		LRU – Approximation Page Replacement
· Few computers provide sufficient hardware
· Some help in the form of reference bit
· Reference bit has no order
· Approximate LRU

Addional-Reference Bits Algorithm
· Record reference at regular intervals (100 ms)
· 8-bit register, 0000000 not used, 11111111 used every interval

			Second Chance Algorithm (Crock)
· FIFO
· When page is selected, check reference chance
· If reference is 1, give second chance and move to next page, set reference to 0
			Enhanced Second-Chance Algorithm
· Consider reference bit and modify bit as ordered pair
· 4 classes
· (0,0) not used recently, not modified; BEST
· (0,1) not used recently, modified, OK
· (1,0) recently used, clean, PROBABLY USED AGAIN
· (1,1) recently used, modified, PROBABLY USED AGAIN

	Counting Based Page Replacement
· Counter of a number uses

· Least Frequently Used(LFU): page with smallest count replaced
· PROBLEM: Paged used heavily, but will never be used again
· SOLUTION: shift counts right by 1 bit at regular intervals

· Most Frequently Used (MFU): smallest count probably just came in and still needs to be used

	Page Buffering Algorithms	
· Maintain a list of modified pages
· Keep a poll of frames but remember which page is in which frame
		
		Applications of Page Replacement
· Some OS’s give special programs the ability to use a disk partition as a large sequential array of logical blocks without any file system date structures (raw array)

	Allocations Of Frames
		Minimum Number of Frames
· Allocate minimum number of frames defined by architecture
· Performance
		Allocation Algorithms
· Split m frames with n processes
· Give equal share (m/n) equal allocation
· Leftovers go to buffer pool

Proportional Allocation
· Allocated memory to process according to size
· Processes of different priority are treated equally
			Global vs Local Allocation
· Global replacement allows processes to select a replacement frame from the set of all frames
· Local replacement allows processes to select from only its own set of frames
· This approach allows for processes of higher priority to increase its frames at the expense of a lower priority one

		Non-Uniform Memory Access
· NUMA: systems in which memory access times vary significantly

	Thrashing
· High paging activity

		Causes
· Performance problems
· No work being done

		Limit thrashing by:
· Local replacement algorithm: if process is thrashing is cannot steal frames

		Prevent Thrashing by:
· Providing processes with as many frames needed

		Locality model
· As a process executes, it moves from locality to locality
· Locality: set of pages used together
		
		Working set model
· Based on assumption of locality
· Δ  defines working set window
· D = sum(WSSi)
· D, total demand of frames
CHAPTER 11: FILE SYSTEM INTERFACE

	Types of Access
· Control
· Read
· Write
· Execute
· Append
· Delete
· List

	Access control
· Identify dependant access
· Access control list (ACL)
· Consequences
· List is tedious
· Directory must be variable size
· 3 classifications
· Owner: file creator
· Group: users sharing file
· Universe: all other users
· Other approaches
· Passwords

CHAPTER 12: FILE SYSTEM IMPLEMENTATION

	Overview
· Boot control block: information needed for system to boot if disk does not contain OS, block can be empty (boot block)
· Volume control block: contains volume or partition detail, block count/size
· Directory structure: organize files
· FCB (per file): contains details, unique ID

	Partition and Mounting
· Raw disk: no file system
· Boot Loader
· Dual-booted
· Root partition: contains OS Kernel

	Allocation Methods
· Allocate files on disk

	Contiguous Allocation
· Files occupy a set of contiguous blocks
· Sequential access by remembering last accessed blocks
· Difficult to find space for new file
· Dynamic storage allocation problem
· External fragmentation
· SOLUTION: copy files to another disk and copy back
· Difficult to determine space needed for file
· SOLUTION: use an extent (chunk of contiguous space added to file)

	Linked Allocation
· Each file is a linked list of disk blocks
· Only used effectively for sequential access to files
· Reliability
· Pointers take space
· SOLUTION
· Collect blocks into clusters
· Doubly Linked Lists help
· File Allocation Table (FAT)

	Indexed Allocation
· Absence of FAT
· Does not support direct access
· Indexed Allocation solves problem  pointers go to index block
· Mechanisms to deal with pointers
· Linked scheme
· Multilevel index
· Combined Scheme
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