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Introduction

· What is the number one reason why computer statistical software which can analyze data quickly and efficiently is so important?
· It is because there has been an information explosion -- most researchers have lots of data, perhaps even too much
· And so we need computers to help us do the following:
· Evaluate and digest a large data set
· Conduct our own surveys and experiments efficiently
· Use the available data be used to draw proper conclusions
· On a (very) macro scale, how would we work with large amounts of data?
· We use inferential methods: the idea is that we are using statistics to make INFERENCES about some characteristics of some population
· We select a sample from the population (more later on how to do this properly), and then we look at the information in that sample
· We then use descriptive statistics to describe the general traits of that sample, which we are basing our conclusions on
· Recall that descriptive statistics include: mean, median, range, standard deviation
· We can also "draw pictures" (i.e. graphs) and make summaries
 

Sampling

· What are two ways that one might go about getting a sample from some population, and why is one better than the other?
· We could do a "convenience sample": go to a certain place and as the person comes out the door, we ask them our questions 
· This is the worse of the two methods because the people who went to that place have different characteristics than the rest of the population, and thus statistics could be biased
· Much better to do a "random sample": where we are truly picking random people from the population so as to ensure that no bias exists
· Albeit they do cost more money and take more time, but it is worth it
· What is the relationship between a sample and a population?
· A sample is a subset of the population which is selected randomly from it
· We study the sample to notice its traits, and we INFER that the same traits are true of the entire population
· Note that a large sample is not usually necessary: a sample of 2000 can be used to get useful information about the Canadian population
 

Types of Questions

· What is the difference between a qualitative and quantitative question?  Give an example of each.  How are the two types related?
· Qualitative questions are not numerical -- more generally, you cannot use the answers to form any sort of scale (i.e. one is not "greater" than another)
· Example: "Are you employed? (Yes/No)"
· Quantitative questions ARE numerical, which means that the answers are given from a continuous numerical scale
· Example: "How many hours did you work last week?"
· The two types of questions are related in that a quantitative question can be converted into a qualitative question if we use the numbers we have to make different categories -- and thus now our choices are no longer technically on a continuous scale
· Notably, however, qualitative questions cannot be "converted" back to quantitative ones -- you do not have enough information in the data to do so, even if you wanted to
· What are some "tricky" questions which do not immediately seem to be qualitative or quantitative?
· Sometimes we might see numbers as the result for qualitative questions -- however those numbers are just used as labels, and so their magnitude is irrelevant
· Or even something like the serial number assigned to the household, which is a number…but since the magnitude of this number in comparison to another household is of no significance (again just for reference's sake), we consider this to be qualitative
· Also (as referred to earlier), when we have questions that are number-based but the numbers are in groups (such as "What range of income are you in?"), it is in a way "semi-quantitative"
· When we are thinking about the questions (and their answers), what are some things which could affect accuracy of data that we should be concerned about?
· Sometimes a question can be ambiguous, and so we need to make sure that the respondents to the survey understand it properly
· i.e. "When did you start smoking regularly?"  Since there is no definition given for "regularly", we need to ensure that everyone is on the same page
· Also we should quality check the questionnaires to make sure that the surveryors didn't "fake" it
· Obviously we should also ensure that important questions are not omitted from the surveys
 

Stem and Leaf Plots

· OK, so this is a more "applied" technique so there are no notes…but make sure you know the answers to these questions:
· What is an S & L plot?  (including what is a stem, and what is a leaf)
· How would you make one out of a group of numbers?
· How can we vary the type of S & L plots?
· How are they related to histograms?
· How do we label them?
 

Moving On...

· What do the numbers "999" and "888" mean?  On a wider level, what do they reflect about a data set?
· "999" means that there is a missing data -- the person declined to answer the question
· "888" means "not available" for a reason other than non-answer of the question
· Note that we use big numbers like this so we can easily tell when something is out of place
· The great "truth" which these things reflect is that data sets are often not clean when we get them so we have to clean them using the program (i.e. SAS)
 

Musing on the KSS Using S & L

· When we put the variables "CIGSOFAR" and "CIGSMOKD" back to back, what did we notice?
· Firstly, we saw that the STEMS ARE COMMON -- this is the idea of a back to back SL plot
· Also, we saw that there is a tendency for the # of cigs smoked so far to be less than the # of cigs smoked per day -- obviously the answer/reason is that the interview did not take place at the end of the day
· Lastly, we saw that a lot of the numbers 0 or 5…this is because:
· People round off/estimate
· Also the # in a pack is 20/25
· So the point is that numbers often aren't smooth in data sets b/c people round things
 

Frequency

· What is frequency?  How is it relevant to S & L plots?
· Frequency is the total number of times a given observation occurs within a data set
· It is related to SL plots because we can use them to find frequencies, especially if we put the numbers in order
· What is relative frequency?
· It is the total number of times an observation occurs, divided by the total number of observations
· Note that when we get relative frequencies, we have something that behaves like a probability because the sum of the relative frequencies equals 1…and that is the same as the sum of probabilities
· So comparing the relative frequencies to the probabilities will tell us if our distribution is normal, etc.
· What is cumulative relative frequency?
· It is when we order the numbers then add up the frequencies as we go -- this allows us to find the fraction of observations that are below some given observation
· Again notice that it adds up to 1 -- this is related to how it is the same as probability!
· What is another application of frequency, and when is it used?
· Bar graphs -- which are used when we have CATEGORIES as opposed to numbers
 

Percentiles

· Know how to do find percentiles, especially non-standard ones.
 

Box and Whisker Plots

· OK, so this is a more "applied" technique so there are no notes…but make sure you know the answers to these questions:
· What is a box and whisker plot?
· What are the 5 statistics used?  How do we use them?
· What are mild (aka moderate) and extreme outliers?  What are their causes?  What are their symbols?
· What are inner and outer fences?
· How could we use a BW plot on a graph?
· When would the observations on either end of the range be incorporated into a BW plot?  When would they NOT be?  How do we handle each situation?
· What is the IQR and what is its relevance to the BW plot?
· Why would the median not always be in the middle of the box?
· How do we determine what median to use?  How does this affect the selection of the .25 and .75?
· If we have many outliers, what does it suggest about the data set?  How would SAS represent this?
· Firstly, SAS uses "o" to represent a mild (aka moderate) outlier: it just draws them outside the box and whisker plot
· And it uses "*" for a severe outlier
· A large number of outliers in a data set may suggest:
· Poor data collection methods or recording of data
· Unusual conditions when the data was collected
· A mix-up
· An unusual distribution
· Failure to stratify
· Stratification is a common statistical technique in which a population is separated into subpopulations. Each subpopulation is considered separately.
 

Introduction to SAS
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SAS Stuff

· What are the 3 "parts" of a SAS program?
· Input: basic introductory stuff i.e. line size, name of dataset, name of variables, etc.
· Data: we input the data values to be used
· Procedure: we specify the procedures we want to run on the data, along with parameters such as variable
· What does "proc mean;" do for us?  What are variations on this?  If we only wanted the results on certain variables, what would we put?
· "proc mean": gives us # obs, mean, sd, min, max
· However, it is possible to have something else (see p. 131): n mean stddev stderr
· So the command is: "proc means n mean std stderr;"
· If we have tons of variables in the SAS file and only want certain statistics, we tell SAS which variables to use i.e. "var varname1 varname2 varname3;" after the proc statement
· What does "proc print" do?
· This tells SAS to print the data values which it used in the calculation of the statistics -- and it is useful because we can tell whether it read the data values in correctly which you put -- especially important if you are reading in from a file that someone else gave you
· Break down the statement "proc univariate normal plot".
· "Proc": procedure
· Univariate: all the stuff is done on a single variable
· "Normal plot" gives us the normal probability plot (more on this later in the course), box and whisker plot, etc. along with the stats table
· When would we ever want a non-numerical variable in our data?  How could such a thing be used?
· Sometimes within one variable, we want to make a distinction (such as male and female hand grip strength), and so when we are defining the variables we use a "$" after the var name i.e. "gender$"
· This is used when we are using labels to tell SAS that the variable will be a letter/label, so SAS does not try to perform statistical analysis on it
· After we do this, then we can do "proc sort;" then "by gender;"
· Now our stats will be split up by gender -- different table for male hg strength than for female, etc.
 

The Normal Distribution

· When we look at the S/L plot of data that is normally distributed, what might we notice?
· We would see that the observations are concentrated in the vicinity of the mean
· Then we see that the concentration falls off on either side
· The shape of the graph is reasonably symmetrical
· What do we have to sometimes do to data in order to MAKE it normal?
· Sometimes we modify data to make it normal i.e. take the logarithm of it
· There are different transformations we can do i.e. take the square root
· What are some SD-related properties of the normal distribution?
· 68.3% of observations fall within one SD of mean
· 95.5% fall within 2 SD
· 99.7% fall within 3 SD
· Note that we are speaking in terms of "two tails", so for example for the 3 SD thing, we are looking at 0.15% in each tail
· What are normal tables, and how are they related to this?
· OK first we have to define a "z score": a z-score is something which any observation can be converted to, and it expresses the observation in terms of its distance from the mean
· It does this through the process of calculating the z-score: the z-score is based on how many standard deviations you are away from the mean
· Z = (x - u) / SD
· We know that Z = 1 means 1 SD above mean, Z = 2 means 2 SD above, etc.
· And what the normal table does is it takes a z score and tells you what percentage of all the observations are BELOW that observation -- and it can do this because it knows what the properties of the normal distribution are
· i.e. a z score of -3 is 3 standard deviations below the mean, and so very few (0.00003/100) of the observations would be below this
· Whereas a z score of 0 is exactly the mean
 

Outliers and SD's

· Alright, so recall how we defined mild/severe outliers with BW plots.  Now for outliers and SD's: how do we define them?  Give an example.
· We define them as being more than 3 SD's away from the mean
· Alright, so imagine that we have an SL plot: we can see the distribution but finding extreme outliers is hard -- so what we want to do is calculate z scores for the lowest and highest observations and see if any of them are below -3 or above 3
· How do we treat outliers when we are analyzing data?
· Well the thing is, in larger data sets some observations beyond 3 SD's are expected (albeit they are unusual)
· Ultimately we should probably analyze data with the outlier included and not included
· We don't toss out outliers unless there is a good reason to
· More often outliers are good for alarming us and telling us to check stuff
 

Standard Error of the Mean

· What is the standard error of the mean?  How do we get it?  When we look at its value for a single observation from a population vs. the MEAN of SEVERAL observations, what do we realize?  How about for CI's -- how does this affect them?
· The standard deviation of X-bar is sigma / root-n: this is saying that if we took many samples from a population and then studied each of their means, the distribution of the MEANS would have a standard deviation given by that formula
· This value is also known as the "standard error of the mean"
· We see that when the sample size ("n") is bigger, the standard deviation becomes smaller (in other words, we get more accurate readings if we take bigger samples)
· And so when we take this to the extreme and use n = 1 (i.e. a single observation), the standard deviation will be HUGE
· When we think about how this affects CI's, we realize that they will be WIDER (i.e. less specific) when they are based on a single person's score as compared to the mean of a group of people
· Remember the magic numbers.  How do they apply here?
· Recall that they are 68.3%, 95.5%, and 99.7%
· And the point is that just as with how we used the numbers before (do you KNOW?), we can say that if we take a bunch of sample means from a population, then 68.3% of them will lie within 1 SD of u, etc.
· What is the formula for a Z test?  A T test?  How and why do they differ?
 

 

 

 

 

 

· What is a quick and dirty way to calculate a 95% confidence interval?  Let's pretend that we KNOW sigma (i.e. the population's standard deviation).
· Take random sample of n observations, then calculate the sample mean (Xbar)
· Now remember -- we know what the "standard error of the mean" is (i.e. what the standard deviation is of the "group" of observations we have taken Xbar from -- it is sigma / root-n
· Now remember our magic numbers -- if 2 standard deviations on either side of the mean represent 95.5% of all numbers, then our 95% confidence interval is also roughly this range (off by only 0.5%)
· Thus we say: Xbar +/- 2 * (sigma / rootn) gives an approximate 95 CI for mew
· Explain the concept of a CI with respect to how it allows us to perform a hypothesis test.
· The idea of a confidence mean is that when we are given a sample mean from a population, what is a range of means for the POPULATION that the sample came from that we are 95% (or some other number) sure that the population mean lies in
· As for hypothesis tests, remember that their basic function is to tell us whether a sample comes from a given population -- so we can say that if the mean of the population we are checking for does NOT fall in the confidence interval, then probably that sample is from a different population
 

Tables

· Explain how the Z-score tables in the notes work.
· OK, first we have to realize that a "Z score" is (again) just the transformation of any old regular observation to a number that tells us how far away from the mean it is (in terms of standard deviations)
· Thus the tables will tell us, given a Z score, how much "room" is under the normal curve at this point
· If there is 95% of the curve up to that point, it means that the Z score correspondent with that is better than 95% of other scores
· In terms of reading the table:
· One table gives negative values of Z (less than 0), and another tables gives positive ones
· The numbers across the top row SUPPLIES THE SECOND DECIMAL PLACE FOR THE Z VALUE
· The numbers in the body of the table tell us how much area has accumulated by the time we get up to the -z value
 

Confidence Intervals are Fun

· Explain in detail how we would get a 100 (1 - alpha) % confidence interval for u?  Also, how does this compare to the shortcut we took before?
· Well before, what we did is we used the fact that we knew 2 standard deviations on either side of a given sample mean would be roughly 95% (more specifically 95.5%), and so we just took the sample mean and added 2 SD's on either side
· However, if we want to be more specific we need to find the PRECISE Z-score such that our total area covered is 95% (for argument's sake; could also be 99%), which means that the total area uncovered is 5%, which means that the total area uncovered on either end of the graph is 2.5%
· So when we think about it, this means that when we use the table, since it only tells us the area to the LEFT of the given Z-score, we are looking for the Z-score corresponding to 0.975
· So we find it and then plug it into the CI formula, which is either                                  or                                 
· Realize that there are THREE different CI formulas which can be used:
· This one is when we know the SD for the population:
· This one is when we only know SD for the sample, but the sample is over 30:
· This one is when we only know SD for the sample, and it is under 30:
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T Tests

· What is a t test, and why would we ever use it?
· A t test is just another way of expressing a given observation value in terms of the number of standard deviations it is away from the mean -- except we end up with a "t" value instead of a "z" value
· We use it when we don't have the data necessary to calculate a "z" value (namely, the standard deviation of the population) and also the sample is so small that we cannot use the SD of the sample as a simple approximation
· What are degrees of freedom, and how are they relevant to t tests?
· Degrees of freedom is a measure of the number of independent pieces of information on which the precision of a parameter estimate is based
· The degrees of freedom for an estimate equals the number of observations (values) minus the number of additional parameters estimated for that calculation
· They are relevant to t-tests because they are USED in t-tests to specify the t value that we want
· What is the formula for a t-test?  How about a CI based on t-test?
 

Hypothesis Tests

· Explain what a hypothesis test is, how it works, and so on.
· A hypothesis test is used to determine whether a specific value of a population parameter (often the population MEAN) is reasonable
· That is, we take a sample and then we choose a POSSIBLE mean for the population which the sample comes from
· This possible mean is our "null hypothesis"
· We do some magic and find out whether the mean was REASONABLE to expect of the population, based on the sample that we have
· So in order to do a hypothesis test we have to pick the null hypothesis (our possible mean) and also choose an alternative hypothesis, which is basically what the case will be if it turns out that our possible mean is unreasonable
· When we are doing hypothesis tests on assignments or quizzes, what must we always be sure to include?
· Always give H0 and H1, including units
· Determine whether the test is one tailed or two tailed
· Specify an alpha
· How does a hypothesis test help us to determine whether our possible mean is reasonable?
· The idea is that the test asks the question, "If our possible mean was the actual mean of the population, how many standard deviations away from the mean would our sample's mean be?"
· That is, we assume that our possible mean is true
· If it is many SD's, then probably the sample mean is not from the theoretical population, and vice versa
· In terms of numbers, we can calculate the probability that our sample was part of this pretend population because we KNOW how the population is structured -- we know the properties of a normal curve
· If the sample's mean falls in the range where fewer than 5% of observations in that population lie, we might say this is too ridiculous (i.e. alpha = 0.05)
· Express all this in terms of probability.
· Alright, so we have our pretend curve for our pretend population, and we can place the mean of our sample somewhere along this curve
· Now what we want to do is form an expression which will tell us what percentage of the observations fall at Xbar (our sample mean) and beyond (i.e. away from the mean)
· One simple way to do it is:
 

· We can also re-write that as:
 

 

· This is because F ( absolute value of some z score ) will give us the percentage of observations to the LEFT of that z-score on the graph, and so subtracting that from 1 will give us the percentage of observations to the RIGHT (i.e. "worse" observations)
· Then we multiply by 2 and we are good to go (remember we are doing this two-tailed)
· What we might do is find a z score associated with the sample mean, the look at what percentage of the observations lie from this z score to the end of the graph
· Then we would have to multiply that number by 2, because it is a two-tailed test
· We should also notice that "p", or the significance level, is this percentage of "worse" observations than Xbar
· How might we use "p", the significance level, to test H0 vs. H1?
· Well we know that "p" tells us how reasonable our hypothesized population mean is -- the closer the sample mean is to the population mean, the larger p will be and the more reasonable (and vice versa)
· So we take p and compare it to alpha, which is some number we have defined in advance to be an "acceptable" level of reasonableness
· Commonly we use alpha = 0.05, which means that if the percentage of observations equal to or "worse" than our sample mean is more than 5%, we would say that the proposed population mean is reasonable
 

 

 

· Example time baby
· Data from KSS
· We know that non smokers seldom have breath CO levels that exceed 10 ppm
· So if we don't smoke it is unlikely that our CO value is > 10
· But if we do smoke it is very likely that it will be > 10
· We want to know if it is reaonsable to say that the breath CO value is 6 or not equal to 6
· Obviously it is not likely that the smokers will be less than 6 i.e. no need to do 2 tailed hypothesis
· So…sample mean 39, s = 17, n = 25
· So how do we test whether mean = 6 -- obviously here 39 is far away but it will not always be these easy
· How do we use SAS to do all this crap for us?
· Use the command: proc means n mean std clm t prt
· Proc means gives us that summary table
· n: number of observations
· mean: mean of variable in question
· std: SD of variable in question
· clm: 95% confidence limits for the true mean of the population, assuming that our data set is a sample taken from that population
· t: the number of standard deviations which the sample mean is from 0
· The word "t" is tricky because we don't always determine this using a t table -- recall that we could use "z" in certain situations but the POINT IS THAT it is all the same -- it comes down to expressing some observation (in this case the sample mean) in terms of SD's away from mean (in this case they assume that the mean is 0)
· prt: gives the p value, i.e. the significance level, i.e. (see below)
· This is listed as Pr > |t|, or in other words the probability of getting any observation that is equal or "worse" than our t score
· OK so we know how it works, but FURTHERMORE we have to define a new variable which will let us compare our variable with a hypothesized mean
· We have to do this because (as you see above), the all the "tests" which SAS runs compare the data to a hypothesized mean of 0
· This is usually pretty stupid so what we'll do is for all the observations, SUBTRACT our HYPOTHESIZED MEAN from them and make that a new variable, then compare that NEW VARIABLE to 0!  Really, it is brilliant…
· How do we use SAS to compare two means where the observations are paired?
· Same as above but define the difference variable as a - b
 

Grouped or Categorical Data

· Talk through a t test for whether two means are the same (where the samples are unpaired).
· The commands are very simple:
· Proc ttest;
· Class hand; (we identify the variable that determines which group each observation is in)
· Var strength; (the variable we want to compare)
· The results are a little more complicated:
· First we have to look at an "equality of variance" test, which is when SAS looks at the standard deviations for each of the samples and then figures out what the SD's of the populations they came from were, then figures out whether those SD's are reasonably close to each other
· If they are (Pr > F column is higher than 0.05, or whatever alpha we want), then we use the "pooled" t-test, which assumes that variances are roughly equal
· If they are not (Pr < F column lower than 0.05), then we use the "satterthwaite" t-test
· So once we figure out which t-test was the appropriate one, we look at the results for that test
· From then on it is just like the tests we did before (when we defined the extra variable): our Pr > |t| value (significance level), our t value, etc.
· When quoting this stuff on assignments/quizzes, be sure to include both t-test lines and equality of variance lines
· What is another way we could do this?
· We could just look at the confidence limits provided to us by proc ttest and check whether 0 is in there...
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Grouped or Categorical Data

· What is the idea here?  What does it mean for data to be in categories?
· It means that we are not dealing with numbers on a continuous scale -- instead people's answers are CATEGORICAL
· Sometimes the categories cannot be considered to be "higher" or "lower" than each other, and sometimes they can
· Thus we are not interested in the MAGNITUDE of people's answers, but rather the FREQUENCY COUNTS -- i.e. how many people in such and such a category?
· What are some examples of categorical questions?
· What is your gender?
· Male or female -- there is no "ordering" possible here
· When you smoke, do you normally inhale? (Deeply / moderately / slightly / not at all)
· Here there is some ordering possible, and so it is semi-quantitative
· How strong is your brand of cigarettes? (0 = not strong, 10 = strong)
· Here is again semi-quantitative because we are still dealing with CATEGORIES
· Yes we have numbers, but it is still not as precise as a continuous scale -- for example, just because someone says "deeply", it doesn't mean twice as much as "slightly" even though they are the 4th and 2nd choices, respectively
 

One Way Frequency Tables

· What is the idea with these?
· The idea is that we take ONE variable and separate it into different categories
· For example, we could take the answers to the inhalation depth question and have 4 categories: deeply, moderately, slightly, and not at all
 

Two Way Frequency Tables

· What is the idea here?
· This is when we make categories using TWO variables -- where each possible combination of answers from each of the variables is assigned to a category
· For example, we could take the answers to the inhalation depth question and then look at whether they were given by males or females -- this would give us 8 categories in total (4 INHLDPTH answers x 2 GENDER answers)
· Imagine a situation where there are two variables: CY (concern for smoking on health) and GEN (gender).  How would we go about coming up with a "null" situation, and what is a null situation anyway?
· Alright, so we have those two variables and we can see how many people answered "Yes" and "No" to CY, and we also know for each answer whether it was from a male or a female
· A null hypothesis (could) be that gender has no effect on CY answer, so what we would do is then look at CY answers irrespective of gender
· We might find (for argument's sake that) 72% of PEOPLE answered "Yes", and 28% of PEOPLE answered No
· Then we say -- if that is true, and gender doesn't matter, then 72% of MALES should answer Yes and 28% of MALES should answer No (and same with females)
· And then based on the number of males and females there are, we should come up with expected values for Yes x Male, Yes x Female, No x Male, and No x Female
· And then we compare these expected values to what we actually see to see if there is a significant difference
 

The Chi-Squared Distribution

· What does the CSD tell us?
· It tells us whether the differences between "observed" and "expected" frequencies for each of the categories is significant
· What we do is do (O - E)2 / E for each cell and then we get a "discrepancy measure" for each cell
· Then we add up all the discrepancy measures and we get a number
· Of course there is a "level of significance" associated with this number, which tells us the probability of being at that level or "worse"
· Then compare the number to a "critical value" which is of course dependent on degrees of freedom: (rows - 1) x (columns - 1)
· How much of all that crap do we need to know for SAS?
· Just be able to read the "p value": if it is greater than 0.05 (for example), then we are fine
· What concerns do we need to consider in order to ensure that our Chi square is an accurate test?
· We have to make sure that the EXPECTED FREQUENCY in each cell as at least 5, because if not then a relationship might be missed since the number is so small
· We can re-group the cells if needed to so that we get this 5
· Sometimes we also do a correction for continuity
 

New Section: For the Quiz

· Know how to state the hypotheses
· Know how to read the listings
· Know how to interpret the code
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Simple Linear Regression

· What is regression?
· It is a mathematical term we use to describe a situation where two variables are related to each other
· i.e. A "regression of Y on X" means that for a given value of X, we can predict the associated Y value with decent certainty
· The "decent certainty" part is important: what we mean here is that a predicted value of Y from X will not necessarily be the ACTUAL value of the Y which was paired with the X -- there is still some variability between the predicted and actual values
· Thus we say that X can predict some, but not all, of the variability of Y
· The "remaining" variability is due to the fact that more than one variable is responsible for the value that Y takes on, given an X
· We just call this "random error"
· So how do we know when there is a substantial relationship between Y and X?  How would we know that there was NO relationship?
· We know if there is a roughly straight line through the different data points, because then we can see that Y changes as X does
· Thus we can come up with an equation which will allow us to predict Y from X
· On the other hand, if the spots seem to be splattered at random, it is not useful to predict Y from X -- instead, it is safer to say that the best prediction of a future Y value is the mean of the sampled Y's
 

Straight Line Model

· What is the equation for the straight line regression model?
· yi = B0 + B1xi + ei
· yi is the predicted value of Y for some observation I
· B1 is the slope of the line
· xi is the value of x which we are predicting from
· ei is the error in our estimate
· Mathematically, what is our goal in plotting a regression line?
· Our goal is that when we take each of the data points and calculate what the error was (i.e. difference between predicted y and actual y), then square each error and then add them all up, that this value would be MINIMIZED
· This is called the "least squares" regression line
· Once we are given a set of data points, how do we figure out what the regression formula should be?  Show the equations.
 

 

 

 

 

 

 

 

· When we are drawing the regression line, what is the easiest way to do so?
· We use our formula to predict the end points of the line, and also the average -- then just connect the dots
 

Statistical Assumptions of Regression

· Which questions make it necessary to confirm these assumptions?
· The idea is that beyond a formula that can predict Y from X, statistical regression can also tell us:
· Is it reasonable to claim a linear relationship exists between Y and X?
· How good are predictions based on the estimated regression equation?
· But the thing is, in order to ask these questions we have to prove that certain statistical assumptions are true -- more specifically, assumptions about the ERRORS
· What are some of the assumptions we make about the errors?
· Firstly, we assume that ei is a normal random variable with mean 0 and standard deviation sigma
· Also we assume that the observations are independent, which means that ei and ej are uncorrelated
· Thirdly we say that the errors are "residuals", whose value is the difference between observed and expected y
· What would be the classic way to check whether the errors have a normal probability distribution, and why does this NOT normally work?
· The easiest thing to do would be to do an S & L plot with the residuals, and make sure they are normally distributed (clustered around mean = 0 of course)
· However, we might not have enough observations ( > 30) to do a meaningful S & L plot, and so we instead do a normal probability plot
· Wait…just before going there, let's consider: what would we think if we saw that the S & L did not have a normal distribution?
· Either the assumption of normality has not been met…
· …or the regression model does not fit the data and so we should manipulate it in some way (i.e. take the square root of Y, maybe)
 

Normal Probability Plot

· So, what is a normal probability plot?
· It is a plot of points which tells us they are normal IF the points follow a reasonably straight line
· The way it works is that we order the residuals by magnitude
· Then we get data points:
· Our Y value is just whatever the residual is
· The X value is a little trickier:
· We look at what order it was (if it is the lowest residual then i = 1) and we apply the formula (i - 0.5) / n
· This gives us a number and we treat this number as a PERCENTILE
· Then we find the z-score associated with that percentile, and THEN we use that as our X value
· All in all: this tells us whether the errors are distributed normally
· What do we do to check whether the errors have a constant standard deviation?
· We do two different plots:
· Residual vs. X
· Residual vs. Ypredicted
· Then we check: if the points fall in roughly equal proportions above and below the e = 0 line, we are good to go
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Standardizing Residuals

· What do we mean by this, and why would we ever want to do it?
· OK, remember that a "residual" is the difference between the Y value PREDICTED by X, and the ACTUAL value of Y
· What we can do is "standardize" them, which means that we express each residual in terms of the number of standard deviations it is away from the mean (0)
· This stuff is JUST LKE before what we did with Z scores -- we find the standard deviation, then divide (score - mean) by it
· The reason why we want to do this is because now we can easily tell which residuals are extreme -- remember that in a normal distribution (which we are assuming this is), about 99% of the scores will fall with 2.5 SD's of the mean -- thus when we standardize all the residuals and graph them, we can quickly see if any of the residuals are abnormally large, which may indicate an unusual data point
 

The Variability of Y

· In the normal case, how do we determine what the variability of all the Y scores would be?  What is now different about this?
· In the normal case, we use the normal standard deviation formula to estimate Y's variability: 
· You will note that this formula compares Y to its MEAN
· However now, the point is that we aren't going to compare Y to its mean anymore, but rather we compare it to the Y value predicted by the regression line
· Thus the CONCEPTUAL formula is like this:
 

 

· And the COMPUTATIONAL formula is like this (on next overhead):
 

 

· Why do we have 2 degrees of freedom when we are doing these calculations?
· Well, remember that the term degrees of freedom (df) is a measure of the number of independent pieces of information on which the precision of a parameter estimate is based
· That is, the degrees of freedom for an estimate equals the number of observations (values) minus the number of additional parameters estimated for that calculation
· And the point is that when we do these calculations where we compare Y to the value predicted by the regression line, there are TWO values we are estimating: the SLOPE of the line and the Y-INTERCEPT of the line
· What is the difference between SSres and MSres?  Let's zoom out: at the end of the day, what is the significance of MSres?
· These guys are both part of the formula we looked at earlier
· The SSres is just (
), which does not take df's into account

 

· However, the MSres is (
                       ), and so df's are accounted for

 

· Remember, this whole thing started with wanting to find the variability (i.e. SD) of Y, and so the MSres -- WHEN WE SQUARE ROOT IT -- is essentially that: the standard deviation of Y
· Why do we care about getting the standard deviation of the Y's around the regression line?
· We care because once we know this, we can figure out what the standard deviation of the estimated slope of the regression line, and this is important
 

Estimated Standard Deviation of the Estimated Slope b1

· Why do we use b instead of B when we doing this?
· Because the REAL slope is not known, of course -- we are simply estimating it using various calculations
· What is the formula for the estimated standard deviation of the slope?
 

 

 

 

· What happens now that we know what the estimated standard deviation of the estimated slope is?
· When we have this information, we are then able to calculate a confidence interval for the slope!  The formula for that is as follows:
 

 

 

 

· Note that 2 degrees of freedom are used (for the same reason as was earlier stated)
· Also note that we divide the alpha by 2
· Also note that we can use the following alternate formula if n >= 30:
 

 

· Whoop de do, we know a CI for the slope.  Why do we care?
· We care because knowing a CI means that we can reject certain values as "unreasonable"
· One value in particular which we want to reject/accept is B1 = 0, or in other words "the REAL value of the slope is 0"
· This is significant to us because a slope of 0 would mean that Y is not related to X at all, and thus X does not influence Y (these variables are not related)
· Of course, there are other (less important) reasons why a confident interval is useful to us: we could, for example, state whether certain magnitudes of the relationship between Y and X are reasonable to assume: for example, for every unit increase in X we get an 0.5 increase in Y -- is that reasonable?
· What is the SAS story?
· Look on pg. 63 (Slide 108), and take note of all the important values
 

Estimated Standard Deviation of the Estimated Regression Line uk

· Explain what uk represents.
· The idea behind this is that as we know, each point X on the regression line APPROXIMATES what the associated value of Y would be for that point
· In other words, the Y point specified by the regression line can be thought of as the MEAN of all the different Y points that are possible for that X value
· In equation form, we would represent that like this:
 

· However, since we don't know these values accurately, we re-write the equation like this to show we are estimating:
 

· OK, so we have uk, which can vary.  (That is, the estimate of Y from the prediction line is not precise but rather it can vary).  Give the equation for estimating the standard deviation of this estimate.  What is special to note here?
· The equation:
 

· A special note is that where xk, the point in question, is equal to the MEAN of x, the standard deviation we get becomes larger.  In the same way, as it gets further from the mean, the standard deviation increases
· The point here is that our estimations because less accurate as we get further away from the mean X
· So given all this, what does it allow us to do?  Provide any necessary equations.
· It allow us to take any value of X and predict a) what the value of Y would be (although this gives us false confidence because it is a single point) and b) a confidence interval for the value of Y (this is better because it acknowledges that there is variability)
· So here is the formula for the confidence interval:
 

 

· And what graph do these confidence intervals allows us to make?
· Well, think about it: remember that this entire discussion is only relevant when the X points we are discussing are values we have actually recorded -- in other words, uk is not applicable for predictions of Y from values of X that have not actually been recorded as observations (we will examine the formula for this later)
· In any case: what we can do is take the CI (as we just did) for all the values of Y predicted from X, and draw them onto a graph
· We will notice that (as explained before) the width of the CI will differ for different values of X
· But in any case, we can draw lines which show the "limits" of any regression line (meaning that the points must fall within the CI of every X value)
 

Standard Deviation of a Predicted Value Yp

· What is the deal here?
· The deal is that we can also determine what the standard deviation would be for a PREDICTED value of Y for an X value that is not previously recorded
· This is just a different way of thinking about the purpose of the regression line than before: before, we said it was a set of mean values about which the observations were scattered…whereas now, we say that it is a way to predict an individual observation Y for any value of X
· The accompany equation for this is as follows:
 

 

· Discuss all the sources of uncertainty with such a prediction, and explain why they are significant.
· OK well first, as usual, we have uncertainty in the determination of B0 and B1 (which is why we write them as b0 and b1, by the way)
· But ALSO now, UNLIKE the uk standard deviation, there is an additional source of uncertainty: the fact that each observation has its own "instrinsic" error, which we denoted earlier using e
· Thus our equation is as follows:
 

 

· Note that it is the same as before except for the addition of the additional s2, which is due to the extra variability
· How does a point estimate with this method compare with the last method?  How about a confidence interval?  How about whether we are dealing with a group of subjects or a single subject?
· This is important: realize that the point estimate would be EXACTLY the same (why wouldn't it be?)
· However, the confidence interval involves the standard deviation, and since (as we just discussed) the standard deviation is different, the CI for a Y value predicted using this method will be wider
· With regards to a group of subjects vs. a single subject, here is the point: the assumption that uk refers to a mean IMPLIES that we need multiple observations (and associated predictions of Y) -- that is, the whole notion of uk is only ever useful if we are considering a questions where multiple observations of the same value of X are involved
· On the other hand, if it is just one person, then we cannot use uk and we have to use yp, which understandably has a larger variance
· Give an example to illustrate that last point.
· Assignment #2 has a good example of this: we are to plot a regression line and estimate what the left hand grip strength (dependent) is when the right hand grip strength (independent) is 18 kg
· If we are only talking about ONE student whose R was 18 kg, then we must use Yp
· However, if a GROUP of students had an R of 18 kg, then we can use uk
· What is one significant limitation of these equations?
· It is that although we can use them to predict the values of ANY POINT within the range of X's, we should not attempt to predict values outside the range
 

Analysis of Variance Table

· What are the big 3 statistics in the analysis of variance table that we are going to look at?  Explain them and show how they are related.
· The 3 big statistics are the "total sum of squares", the "residual sum of squares", and the "regression sum of squares"
· The total sum of squares is the sum of the squared differences between each observed Y value and the mean of Y
· In essence, it tells us what the variability of the Y's are
· The residual sum of squares is the sum of the squared differences between the observed Y values and the actual Y values
· In essence, this tells us how accurate the regression line's predictions were
· The regression sum of squares is the sum of the squared differences between the predicted values of Y and the mean of Y
· In essence, this tells us how much of the variation in Y can be explained by the regression line 
· Think about it this way:
· We know that when the slope of the regression line is small, then changes in X don't result in big changes in Y, and so it is NOT true that much of Y's variation is explained by X.  And when this is the case, then the difference between a predicted value of Y and the mean of Y will tend to be smaller (draw a graph to convince yourself of this)
· However, if there is a very strong relationship between X and Y, then the slope will be steeper and then difference between a given predicted Y value and the mean of Y will be LARGER
· These 3 statistics are related in the following manner: SStotal = SSreg + SSres 
· What this means is that the total variability we see in Y is due to a) the influence of X (i.e. as X changes, so does Y) but also b) the imprecision of the regression line
· As we might imagine, the relative magnitudes of SSreg and SSres have a significant bearing on how much we can say X is related to Y -- and this is something we will explore later
· What is the relationship between the degrees of freedom of these statistics?
· It is as follows: dftotal = dfreg + dfres
· Or if we were to translate this into hard numbers, it would be: (n - 1) = 1 + (n - 2)
· Let's break that down: 
· SStotal has n - 1 degrees of freedom because it is essentially just the variability of Y (and we know from before that this has n - 1 degrees of freedom)
· SSreg has 1 degree of freedom because (I'm not sure)
· SSres has n - 2 degrees of freedom because (I'm not sure)
· What is the F ratio, and how is it related to all of this?
· The F ratio is the ratio of MSreg to MSres
· Remember that "MS" just means "mean square", which is just the sums of squares divided by their degrees of freedom
· There is a statistical distribution of F values such that when we are within a certain range of F values, it is REASONABLE to say that there is NO relationship between X and Y (which is essentially the same as saying B1 = 0, as we discussed earlier)
· On the other hand, if we are outside some critical value we can say that there IS a relationship
· Of course, we use "p" to signify all of this -- the probability of landing to the right of the observed F value -- and so if it is lower than our alpha value, we reject the null hypothesis
· How do F tables normally work?
· The idea is that we can create tables for a given alpha value, and the table will tell us what the "critical value" of F is, given the degrees of freedom for MSreg and MSres 
· Lastly, what statistic do we use to determine how much of the variability in Y can be explained by X?
· This is very simple -- just a mathematical thing -- divide SSreg by SStotal, and get a simple percentage
 

Regression and SAS

· What is the first thing we do in SAS?
· We always run "proc plot", because that will give us scatterplots of X vs. Y so that we can determine whether it is random scatter -- because if it isn't, then we can start looking for a linear regression relationship
· Then when we run the hardcore procedure to perform a regression analysis, what kind of information do we get?
· Firstly, we include the commands:
· proc reg;
· model days = number /r cli;
· This results in the ANOVA table, Prediction Intervals (option cli), and Residuals (option r) 
· The ANOVA table (which is the "basic" result without the "r" or "cli" options) is what we have discussed before; it contains things such as:
· The sum of squares for the regression line ("model"), the residuals ("error"), and the total sum of squares for Y ("C Total")
· And from there we get various mean squares, i.e. MSres and MSreg 
· We also get the F value resulting from MSres and MSreg 
· The estimated y-intercept for the regression line
· The estimated slope for the regression line, and the probability that this slope is equal to 0 (i.e. no relationship between X and Y)
· We also get a table of predicted values, which has one row for each value of the independent variable, because for each independent variable observation we can see stuff like:
· What the predicted value of Y (dependent variable) was (remember how we can figure this out using the simple Y = B0 + (B1 * x) formula?
· What the standard deviation of this prediction is, and thus also what the confidence interval is (remember how we talked about yp?)
· What the residual was for that observation (i.e. the difference between predicted Y and actual Y)
· Lastly we get a table of residuals, which again has a row for each observation of X…and for each row we see stuff like:
· The standardized residual (the residual from the previous table divided by the standard deviation of the residuals)
· A visual graph showing the residuals (this is so we can easily check whether any residual has a magnitude greater than 2.5, which would give us reason to think that the data point is a weird outlier)
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Residual Plots

· Why do we do residual plots, how do we do them, and what do we want to see?
· We do residual plots to check our assumptions:
· Is the standard deviation of the residuals constant?
· Are they normally distributed?
· Are the observations independent?
· Notably this is hard to gather from the plots, but thankfully often this will be "known by the experimenter" if he/she just thinks about how the tests were administered
· BIG POINT: for any given regression, it does NOT matter whether P < 0.0001 if the residual plot is messed up -- the residual plot has "veto" power over the p value -- if the residual plot shows a problem, then we conclude that the model does not fit
· Not necessarily that the variable is inconsequential…but just that the model does not fit!  (i.e. Maybe the variable must be squared -- so we are keeping it but using it in another model)
· We do residual plots by plotting e vs. X, e vs. Y-predicted, e vs. the order in which the observations were taken, and e vs. any other X variables we may have encountered
· We want to see random scatter in the vertical direction (i.e. along the e axis)
· However often we don't get random scatter and instead we see stuff like this:
 

 

 

 

 

 

 

 

 

 

 

· Let's get more in-depth.  When we are looking at the residual plots, what are some guidelines we can use to tell whether we have what we want?
· Well we could draw two vertical lines at +2 and -2 SD's from the mean -- and we would use these to ensure that no residuals are more than 2 SD's away, because that would just be crazy
· In fact, most should really be falling within 1 SD of 0
· Also we should ensure that there is an equal number of observations above and below 0
· Link this concept of "residuals" back to the ANOVA table.  Where are the connections?
· Well think about it: the sum of squares of the difference between predicted Y's (i.e. the regression line) and real line is the residual
· When we divide this by the degrees of freedom and then take the SQUARE ROOT, we get the "mean square error" which SAS gives to us
· And this is essentially the standard deviation of the residuals -- we can use this to normalize residuals for example, or to draw those +2 and -2 "boundary lines"
 

Case Studies

· What are some residual graphs we might see?  Interpret them.
· One example would be MOST things within 2 SD (and randomly distributed etc.) but ONE outlier that is just ridiculously outside
· In this case the model fits and everything is fine; just that one is way outside -- perhaps just investigate this outlier -- maybe someone wrote it down wrong, etc.
· The point is WE KEEP THE MODEL HERE
· Another plot has the outline of the points like an inverted U -- a region of negative residuals, then a region of positive residuals, then a region of negative ones again
· In terms of everything within 2 SD, it is fine -- however the plot shows a NON RANDOM PATTERN -- this tells us that the model we used did not fit the data
· Perhaps a solution could be to include a squared term in the model -- i.e. X and X2 in the model for example y = x + x2
· This illustrates our ability to USE THE SCATTERPLOTS TO TELL US THE DEFECTS IN OUR MODELS -- then we can correct them and hope to get something dependable
· Another residual plot we could have is like a right side up "U" with one side higher than the other
· We notice that the standard deviation is large, but decreases as we increase in X -- thus it is NOT CONSTANT and so...
· Probably we would need another X term in the model, and probably also transform Y to the logarithm
 

More Uses of Residual Plots

· Alright, so we looked at how we can use residual plots to look at the standard deviation.  How about normal distribution?
· Well one thing we could do is just make a stem and leaf plot for the residuals, and see whether we have a normal shape
· Another (usually done when fewer data points are available) is to make a normal probability plot (e vs. normal quantile, see other quiz notes)
· And what we look for here is whether the CENTER PORTION of this plot approximates a straight line
 

Choosing a Regressor from Several Candidates

· What is the deal here?
· The deal is that a lot of times our outcome (Y) variable is affected by more than one predictor (X) value for which we have data
· And assuming we want a regression equation that includes only one X, we are going to have to have a way to determine which of several X's is the "best"
· Often we DO want only one variable because it might be crazy expensive to measure more variables, or something like that
· Alright, discuss the various ways of doing this and why one of them is better than the others.
· One thing we could do is just make two scatter plots, and then look to see which ones have the points more tightly clustered around the linear regression line
· However, the disadvantage here is that the non-random selection of the X values could make the scatter plots misleading -- that is, all of the trees selected were in the same area and roughly the same height, so…
· Firstly they are not a good sample for the population
· And secondly when they are all the same height, it is easy for the points to cluster around a regression line regardless of which X we are using (height or diameter)
· Another thing we could do is generate an ANOVA table for both variables, and look to see which one has a higher "sum of squares" -- that is the one we want!
· Yet another option we have is also on the ANOVA table -- we could look at the "coefficient of determination", which is R2 (SSreg/SStotal)
· So the idea here is that we are looking for the variable that explains the largest percentage of total sum of squares
· Our last option is to try and MINIMIZE MSres, because what that means is (unlike R2) we are looking to minimize the amount of unexplained variance (will give us the same result; just another way to think about stuff)
· Alright whoop de do, we have 4 options.  What have we still not done yet?
· We still haven't CONFIRMED THAT THE EQUATION ACTUALLY WORKS -- because remember we need to look at residuals!
· All we are really doing right now is looking at who is the best CANDIDATE equation
 

Evaluating Candidates

· What the deal?
· Well we have just looked at how to pick the best "potential" candidates -- what we want to do now is evaluate each of those candidates to see if the model fits for them
· So we'll do all our residual plots for each variable -- notably e vs. Y-predicted will tell us the best story since in the other ones, the X variables will be different
· If we are smart we will remember the point earlier about all points being within +/- 2 SD's, so we will look at the root MSE for each ANOVA table and draw those lines in
 

Multiple Regression

· What is the concept here?
· The idea is that we use more than one predictor variable to arrive at a prediction for Y
· So instead of something like y = B0 + B1x, we could have y = B0 + B1x1 + B2x2 where the magnitude of the B coefficients indicate the degree to which the X variable influences the prediction
· In actuality there are k2 possible equations, where k = the number of X variables (think about why -- each X variable can be in two states -- in the equation or not)
· In terms of SAS, how would we test out more than 2 variables?
· We do something like:
· proc reg;
· model vol = diam ht; <-- so we see here that we are regressing both diameter and height on volume or in other words we want to see what we get when we use both diam and height to predict volume
· And of course we get an ANOVA table from this (whoop de do), but the point is that we look at the R2 and MSres values on this table and we see whether they are larger or smaller than when we just used one variable
· And of course we have to ensure that they are SIGNIFICANTLY better than before -- and to do this we will invoke the "extra sum of squares" principle
· What is the "extra sum of squares"?  And what will it tell us?  What cautions do we have to take?  How do we write it?
· It is basically the extra contribution to the REGRESSION sum of squares that the usage of another predictor variable will make if it is added to a model where all the other predictors have already been used
· Note: it is the REGRESSION we are talking about, not just "extra" sum of squares which in fact doesn't actually mean anything
· We have a way of determining whether the extra stuff is "significant", and if it is then we know to make the coefficient in front of this extra variable, non-zero (so that is what it tells us)
· One caution is that especially when we are dealing with OBSERVATIONAL data (and not experimental data), the contribution made by an extra variable depends on the order in which all the already-existing variables have been added
· We write it like: SSEXTRA = SS (bk | b0, b1, …, bk-1) -- this tells us how many sum of squares are added by variable bk, given that b0 to bk-1 have already been included
· What statistical test do we actually do to figure this out?
· Alright, let's think.  What do we normally use to find significance levels with ANOVA tables?  The F statistic, of course!
· Alright so what we'll do is find the MEAN EXTRA sum of squares, then divide it by the mean square of residuals (MSres) for the MORE complex equation (that is, the one with the extra predictor variable included) -- and that will give us an F statistic
· And from there we see if our F value is significant according to some alpha
 

[note that at this point in the notes there were two slides on "standardized" vs. "studentized" residual, but Robinson did not seem to cover them in class…]

 

Anscombe's Data

· What is Anscombe's Data, and why do we care?
· These are data sets which were invented by FJ Anscombe
· He wanted to show how 4 different regressions could be applied to a given set of data and produce the SAME ANOVA information -- i.e. R2 is the same, etc. -- however only ONE of the regressions actually fits
· This is a demonstration of why CHECKING THE RESIDUALS and PLOTTING SCATTER PLOTS is important
· What did the residuals look like after they were plotted?
· Data set 1 is random scatter
· Data set 2 was parabolic (not random) (it was an upside down U)
· Data set 3 was slowly decreasing (not random) (then suddenly a large positive)
· Many scattered randomly on left then a single e = 0 on the right
 

Cook's Distance

· What is Cook's Distance?
· It is a measure of the difference between the b's (coefficients) of the equation when we use ALL observations (i.e. data points) and when we use all but the ith data point
· The point is that when Cook's Distance is LARGE, then that one data point must have been a big deal -- because it was able to have such a large effect on the coefficients
· How do we quantify "large" in terms of Cook's Distance values?
· Generally when Di > 1, that is bad
· Or more precisely if Di > Fp, N-p where p is the number of coefficients in the model and N is the total number of observations in the data set
· What conclusions can we sometimes arrive at when we consider Cook's Distance and studentized residual together?
· Well once we see Cook's D for something (let's say it is significant), we can look at the standardized residual for that same observation to see how far this point is off the line
· If the point is on the line (i.e. standardized residual is small) then probably this point was so influential that it forced the line to go straight through it
· Why is Cook's D so good?
· Because a lot of times when we are doing regressions with multiple variables, it is hard to spot influential observations unless we have a statistic like this
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Adding Variables to Models

· Alright, so we have a file PSYCHIAT.SAS where there are different independent variables that could possibly affect our dependent variable, creatively named "dep".  Walk through the process of deciding whether to include "mc" -- that is, should BMC be non-zero?
· Alright, what we are looking for is SS (bMC | b0), which is the regression sum of squares when we add MC to an equation already including b0
· However, b0 is just the y-intercept (it is not a variable), so what we can do is actually just regress MC on dep and look at what the regression sum of squares is, and find its F value
· Now we compare that F value to the critical F value, which we find from the table using the following 2 degrees of freedom: 1 and n - k - 1, where n = # of observations and k = # of variables in the model
· We found that the F value was significant, so we keep this variable
· Next we consider the independent variable "gender".  How do we do this?
· We do 2 regressions: one with the variable included and the other without
· We look at the regression sum of squares for each regression, and find the difference
· Then we want to find the mean regression sum of squares, but this is actually the same because df = 1 and we are just dividing by df's
· We assess the significance of this difference of mean regression sum of squares by dividing it by MSres from the more complicated model (the one including b0, bMC, and bGENDER)
· We found that the F value was significant, so we keep the variable
· Imagine that we continued in this way until we had checked all the independent variables (i.e. age, etc.)  What would this technique be called?  Explain it in a general sense.
· This would be the "forward selection procedure" because we are starting with a single variable and successively adding more and more (of course depending on whether they result in a significant difference)
 

Parameter Estimates

· What is this table, and what information can it tell us?
· It is a table at the bottom of the SAS listing for a regression procedure, and it has one row for each independent variable -- in this case we have intercept (i.e. b0), gender, and MC
· For each row there are different statistics given, and the important thing to realize is that it gives statistics as if the variable were the LAST ONE to enter the equation
· i.e. The "gender" row assumes that MC is already in the equation
· Many of the columns are interesting to us:
· "Type II Sum of Squares" is basically the extra regression sum of squares
· "F" is the F value we get from dividing this SSextra by Msres
· "Prob > F" is the significance value of the F value, so we can test whether it is significant
· What is one CRUCIAL condition for this table to be useful for us?
· SS-extra must have 1, n - k - 1 degrees of freedom
· What interesting parallel does this have with t?
· We notice that when SS-extra has df = 1, n - k - 1 that F = t2, where t is just our plain old t statistic from before: it's the number of standard deviations that the coefficient (b) is away from 0
· And if we bother to check this against the critical t value, we will find it to be the same as the significance of the F value
· So this is just another way to check the significance of adding something onto there
 

Selecting an Appropriate Set of Explanatory Variables

· What sort of things do we need to keep in mind as we design studies?
· We would hope that the independent variables we select have a significant effect on the dependent variable of interest
· Sometimes theories and models can help us choose our X's, but even this is not always feasible
· Alright, so let's say we decided on a bunch of X's to record, and now we have to figure out which variables to include.  List the 3 basic procedures SAS provides which will aid us in this decision, and why they are bad.
· Forward selection, backward elimination, and stepwise are the variable selection procedures in SAS
· They are efficient but not always desirable because a computer model can't always be counted on to select the best choice
· However, if we have to, stepwise is the best
· Thus we normally like to use another procedure which tests all possible subsets of variables (i.e. 2K - 1, since b0 on its own is not tested)
· When we are given a table with all the different possible combinations of variables, what relationships can we use to find information we want?
· SSREG = R2 x SSTOTAL
· SSTOTAL = SSREG + SSRES
· dfTOTAL = dfREG + dfRES
 

Forward Selection

· Explain how the forward selection process would work.
· First we would regress each of the variables individually so as to find the one that explains the most variance (just look at the R2 value)
· From here, we use the equations above to find the F value = MSreg / MSres for the first variable -- make sure it is significant!
· Then we go onto the next variable, and we look at which combinations of variables + MC give the highest R2 (remember the table has all possible combinations)
· Given the R2 from this combination, we can use the relationships again to calculate an F value
· Continue on with the 3rd variable and so on and so forth…
· What is the significance of the alpha value in this discussion?
· Well we have to remember that the forward selection process shown above is actually something that SAS does -- and the point is that when it's deciding whether to admit a variable, it uses an alpha = 0.50 by default
· We may not want this, and so we can use the following code lines to use alpha = 0.05 again
· Model dep = age gender wp mc / selection = forward sle = 0.05 // "significance level for entry" (sle)
· Model dep = age gender wp mc / selection = backward sls = 0.05 // "significance level for staying"
· Model dep = age gender wp mc / selection = stepwise sle = 0.05 sls = 0.05
· Model dep = age gender wp mc / selection = rsquare mse cp;
 

Backward Elimination

· What the deal?
· OK here the idea is that we start by regressing the full model (i.e. all k explanatory variables), and then one by one pick off the variables that do not contribute significantly
· Again we use Fextra to decide who leaves
· So we would regress all of them then look at the R2 value
· Then we regress all different combinations of k-1 explanatory values, and look at which of these has the highest R2 value
· Let's say if the model using all the variables except for "WP" had the highest R2 value, then we hone in on WP
· We use the calculations as shown above to figure out what the contribution of WP is, and eliminate it if it's not good enough
· Then continue on with all different combinations of 2 variables to eliminate the next worst one
 

Stepwise Regression

· Explain how this bad boy works.
· So here SAS works in the forward direction but at each stage it works backwards: it does a backwards elimination-type check to determine whether any variables which were admitted during an early part of the procedure have become insignificant
· Notably, a variable that is kicked out is able to return to the group later on
· Generally the variable that explains the most but is not currently in the equation always gets the chance to enter, at each step
· There are 2 important alpha values to set here:
· "SLE": significance level of entry (i.e. to enter the equation)
· "SLS": significant level to stay (i.e. to remain in the equation)
 

Cautions

· Why do the 3 thus far discussed models suck?
· It's because of the way they are set up and the order in which they check variables -- it is possible that they could miss a certain variable combination that works the best
· For example, in forward selection it is guaranteed that the first variable included will be also part of the "best candidate equation", although if there are weird correlations between the other variables then perhaps this was not for the best
 

Extended Example: Oxygen Uptake

· What is this all about, and what lesson did it teach us?
· The example given in #14 is y = oxygen uptake, and the possible X's include runtime, rstpulse, runpulse, age, and maxpulse 
· So we can see that we have 2^6 - 1 possible equations here
· We do a bunch of regressions and then plot R2 against the # of params in the model
· We note that there is one area of the graph with high r2 values and then another group that sucks ass -- why?
· It turns out that unless you include runtime in the equation, you have a low r squared value because runtime is the most important determinant of oxygen uptake
· Notably, we can also look at mean square error which will show the same trends since mserror is inversely related to r2 (pretty much)
· Also note that for the upper trend, as we put more parameters in the model we decrease the mean square error -- remember that more variables will ALWAYS increase r2 and reduce error, but the question is at what cost?  And is the contribution significant?
 

Mallow's Cp

· Explain the problem this solves, and how it does so.
· Well the problem is that when we are picking X variables, it is hard to always rely on R2 because as we know, R2 will always go up when p (# of independent variables used) increases
· Thus a blind reliance on this would always pick the p = k equation as the best candidate, which is not good
· Thus our solution for this is to use Mallows Cp, which takes the number of parameters into account
· It is defined as:
 

 

 

· What we are looking for is Cp = p or even better Cp < p
· So we can plot Cp vs. p and look at variable combinations lying close to the Cp = p line
· Note that the full model will always be Cp = p, but this does NOT mean we should choose it -- better to go for a lesser model
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Duncan's Multiple Range Test

· Explain the rationale for things like Duncan's multiple range test.
· Alright, so basically whenever we do an ANOVA, we can put the X variable on a category scale -- that is, the X variable could be some level of a treatment
· Therefore the ANOVA -- when it is telling us whether X is related to Y -- is REALLY telling us whether the different levels of X result in any significant differences in the levels of Y
· The problem is that all the "basic" ANOVA can do is say "Yes relationship" or "No relationship" -- there is no additional information such as, "If there is a relationship, which levels have the greatest difference?"
· Therefore we have to use post hoc tests such as Duncan's multiple range test
· What is Duncan's multiple range test?  What kind of output would it give?
· It will basically look at all the different "levels" of variable X, and tell us whether they are significantly different
· It uses a table which lists the mean value for each level of X, and then places a letter of the alphabet beside it
· Means with the same letter are not significantly different
· Talk briefly about proc anova and proc glm.
· They both are forms of analysis of variance
· Somehow, glm has more capabilities i.e. it can do contrasts which we are about to talk about
 

Contrasts

· What is a contrast?
· In statistics, particularly analysis of variance, a contrast is a linear combination of two or more factor level means (averages) such that the coefficients add up to zero
· Basically, you know how the "default" null hypothesis for ANOVA's is u1 = u2, or u1 - u2 = 0?
· Using contrasts is a way to test whether other equations adding up to 0 are reasonable
· For example:
· U3 - u4 = 0
· Or (u1 + u2)/2 - u3 = 0
· And so on…
· What are orthogonal contrasts and why do we care?
· Contrasts are orthogonal if the sum of the products of their coefficients is 0
· We care about this because if x contrasts are orthogonal, it means that the variability we are exploring in each of the contrasts is DISTINCT from the variability that the other contrasts are exploring
· So in terms of Ssreg…contrast #1 accounts for maybe 15% of the Ssreg, contrast #2 accounts for 30% of Ssreg and importantly it DOES NOT OVERLAP WITH THE 15% FROM CONTRAST #1, and so on
· In fact we will find that if we look at the sum of squares for each of the contrasts in an orthogonal group, they will add up to the TOTAL sum of squares of the entire ANOVA overall
· Furthermore, we care because the ability to separate variability into different contrasts lends itself very well to certain kinds of experimenters -- particularly the completely randomized design and the randomized block design
 

Completely Randomized Design

· Give and explain the algebraic model underlying this design.
· Yij = ui + Rij
· Yij is the jth observation for the ith treatment group
· Ui is the mean of the ith treatment group
· Rij is the random error associated with the jth observation of the ith treatment group
· What would be the maximum number of contrasts I could put for n levels of the X variable?
· It would be n - 1, because remember that there are n - 1 degrees of freedom, and the degrees of freedom for each of the contrasts (1 each) must add up to that 
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Randomized Block Design

· Give the algebraic model for the randomized block design.  Explain it.
· Yij = u + Ti + Bj + Rij
· Ti is the treatment effect
· Bj is the block effect
· Rij is the random error
· The idea here is that we are dealing with observations which are grouped or "blocked" together -- any observation can be considered in terms of i = ? (i.e. whatever its treatment was) and j = ? (i.e. whatever "group" it belongs to)
· This is GOOD because before (with the CRD), we just had the treatment effect (i) and error (r).  However, now we can EXPLAIN part of the error -- in other words, we can now account for the variance in the scores not only by thinking about what treatment they had, but also what "block" they belong to
· For example, recall how we did a hand grip test where each person tested right and left
· The end conclusion is that random error is now SMALLER, which is always a good thing
· What are some important considerations to make when executing a design like this?
· We have to make sure that within each block, the treatments are assigned RANDOMLY -- i.e. in a random order
· So for the handgrip experiment, this would mean testing R -> L or L -> R randomly
· When we look at the SAS listing for a randomized block design, what do we look for and care about?
· Usually we DON'T want to look at the "Pr > F" column in the "Model" row, because (as we know from ANOVA's past), all that means is whether the means from all the different groups in this experiment were equal -- and obviously they were not
· What we DO CARE about is whether either of the variables made a difference: that is, did the block which I am in make a difference?  Did the treatment I received make a difference?
· Or in the case of the handgrip experiment, we ask ourselves: did the person make a difference, or were all people the same handgrip in general?  And we also ask, within each person, did the hand make a difference?  Or did left = right for each hand?
· And the way we tell this is by looking at the last two rows (see pg. 117, slide 216): it comes down to the Pr > F value in those rows -- is it above or below alpha?
 

Contrasts and Interaction Effects

· What can we do with contrasts to test interaction effects?
· We can use contrasts to test interaction effects if each of our means are just different combinations of independent variables 
· Recall the example "amylase.sas" where means 1 through 4 were different combinations of method = quick or normal and technician = Trudy or Jimmy
· We can set up contrasts to test Trudy vs. Jimmy, and also to test Normal vs. Quick
· Also, we can test Trudy/quick + Jimmy/normal vs. Trudy/normal + Jimmy/quick, which will tell us whether an INTERACTION effect is occurring -- some weird interaction between one of the technicians and one of the treatments that causes the mean to be abnormally high or low
